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ABSTRACT 

Temporal lobe epilepsy is a neurological disease that affects millions 

worldwide, and can be effectively treated through surgical resection of portions of the 

anterior temporal lobe (ATL). Though effective for seizure control, this surgery 

occasionally produces language and verbal memory deficits. The goal of this work was 

to improve language-mapping techniques using fMRI in order to better inform the 

surgeon prior to ATL resection.  

This was approached in three main experiments. First, an ATL deactivation 

task was developed. Since the ATL is hypothesized to be involved in semantic 

memory processing, mathematical stimuli were used, which are strongly attentionally 

engaging, but do not contain much semantic content. This was compared to 

previously used tasks and shown to be superior at producing ATL deactivation.  

Second, an activation task was designed using story passages, differing from 

many previous studies that have used single word stimuli to activate the ATL. This 

task was combined with the math baseline task to produce maximal contrast in the 

ATL. 

Finally, an improved thresholding method is proposed that increases the 

consistency of fMRI maps in individual patients, adapted for the requirements of 

surgical planning. While traditional methods of thresholding are effective for research 

questions, use of activation maps for surgical planning requires an approach that is 

less sensitive to individual variability in noise level.  This new method was shown to 

be superior to current methods at predicting patient outcome.
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CHAPTER 1: INTRODUCTION 

1.1 PURPOSE OF THIS WORK 
The overall goal of this work is to improve temporal lobe epilepsy (TLE) surgery outcome 

by presenting methods to identify brain regions in the presurgical epilepsy patient, which, when 

removed, may lead to postoperative deficits.  

The local nature of epileptogenic foci in TLE makes it highly amenable to 

surgical treatment by resection of the anterior temporal lobe (ATL). In patients who 

have failed two or more medications, seizure outcomes are superior with ATL surgery 

over further medical attempts (Wiebe, Blume, Girvin, & Eliasziw, 2001). Though 

surgery is effective for seizure control, postoperative naming and memory deficits in a 

subset of patients are concerning and contribute to the underutilization of this 

procedure (Engel, 1993). Developing methods that reduce surgery-related morbidities 

will greatly improve the utility of this procedure.  

 

1.1.1 EPILEPSY 

Epilepsy is the 3rd most common neurological condition in the US behind 

stroke and Alzheimer disease, affecting approximately 2 million people in America 

(Hirtz et al., 2007). TLE is a common form of epilepsy that has a consistent symptom 

pattern and is characterized by epileptogenic tissue localized to the temporal lobe, 

most commonly the medial temporal lobe (MTL; Engel, 1993). This strong correlation 

between symptoms and anatomical foci makes TLE amenable to treatment by focal 

temporal lobe surgery, usually consisting of an ATL resection (Engel, 1993). An 

example of this surgery is shown in Figure 1.1. Although surgery is still commonly 

viewed as a last-resort procedure (Engel, 1999), the results of ATL resection have been 

dramatically positive. In the first randomized, controlled study, 38% of patients 
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remained seizure free after the surgery, compared to 3% who stayed on medical 

treatment (Wiebe et al., 2001).  

 
Figure 1.1. Example of a typical left ATL resection. The right column shows the preoperative MRI and 

the left column shows the postoperative (in the same subject). 

1.1.2 SUMMARY AND IMPACT OF WORK PRESENTED HERE 

In this dissertation I present an improved protocol for presurgical planning of 

epilepsy surgery and a novel thresholding method for the processing of clinical fMRI 

data. The protocol that our lab developed produces much stronger activation within 

the ATL region compared to currently available methods. This gives clinicians a new 

tool to activate this region for presurgical planning protocols, which we present as a 
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strong candidate for future use in clinical planning. Using this protocol has the 

potential to reduce the rate of postsurgical morbidities seen in epilepsy surgeries 

through guiding and informing the surgical approach. By demonstrating the 

methodology by which we arrived at this choice of task, we have also contributed to 

the understanding of ATL function, a contentious topic. 

We also present a novel thresholding method that provides more accurate and 

stable brain maps than current methods. Using this improved method with surgical 

planning will lead to presurgical protocols that are more effective at predicting 

outcome and guiding surgery, and are more consistent across test conditions. This 

consistency in test results is important for the acceptance of fMRI as a standard 

clinical tool.  

 

1.2 BACKGROUND 
1.2.1 POSTOPERATIVE MORBIDITY ASSOCIATED WITH EPILEPSY SURGERY 

The most concerning postoperative morbidities caused by ATL resection are 

naming deficits (Ellis, Young, & Critchley, 1989; Fukatsu, Fujii, Tsukiura, Yamadori, 

& Otsuki, 1999; Hermann, Wyler, Somes, & Clement, 1994) and verbal memory loss 

(Chiaravalloti & Glosser, 2001; Martin et al., 1998; Milner, 1958). Although these 

deficits can be comorbid in patients, their occurrences are statistically independent of 

one another (Seidenberg et al., 1998). Naming deficits of some degree are noticed on a 

daily basis by 43% of patients after surgery (Thompson & Corcoran, 1992). They 

typically occur as subtle difficulties in normal conversation (Hamberger, Goodman, 

Perrine, & Tamny, 2001) like increased pausing, decreased content word use, 

increased pronoun use, and compensatory circumlocution (Hadar, Jones, & Mate-

Kole, 1987). These deficits are most apparent using specific names, and sometimes 

will respect category boundaries (Warrington, 1975). Based on these findings it is 

hypothesized that these deficits are caused by inadequate activation within the 



 

4 

semantic memory system (Bell et al., 2001; M. Lambon Ralph, McClelland, Patterson, 

Galton, & Hodges, 2001).  

Verbal memory deficits were first recognized after bilateral removal of the MTL 

(Milner, 1958), which produced severe amnesia in the famous patient HM. The 

profoundness of this case was startling. Subsequently, it was discovered that the 

severity of the deficit was caused by the surgery being bilateral. While mild and 

moderate deficits are common, severe memory deficits following unilateral ATL 

resection is rare. In contrast to bilateral operations, a recent review of the literature 

(Kapur & Prevett, 2003) was only able to find 9 cases of severe amnesia following 

unilateral ATL resections.  

The most common tasks used to examine verbal memory involve learning and 

retention of word lists over multiple presentation trials, including recall of the list 

after a longer delay period (Binder, Desai, Graves, & Conant, 2009; Buschke & Fuld, 

1974; Ivnik, Sharbrough, & Laws, 1987). Such tests are highly sensitive to detecting 

decline in verbal memory function after ATL surgery (Binder et al., 2008; Ivnik et al., 

1987). 

 

1.2.2 CLINICAL STUDIES ASSOCIATING THE ATL WITH SEMANTIC MEMORY 

The handful of conditions that cause focal ATL damage (e.g., TLE surgery 

(Wiebe et al., 2001), herpes encephalitis (Noppeney et al., 2007), and 

neurodegenerative disorders like semantic dementia (Warrington, 1975)) have 

contributed greatly to our understanding of ATL function. Clinical studies on these 

patients have clear relevance to surgery, because they present the only direct evidence 

linking loss of tissue with deficits.  

Descriptions of semantic deficits in degenerative brain diseases have been 

published since the mid 1800s (Warrington, 1975). These patients had no perceptual 

defects, were able to describe, copy and repeat stimuli, but were not able to report the 

meaning of stimuli. For example, given a hammer, they would be able to draw it, but 
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would not be able to report its function (Patterson, Nestor, & Rogers, 2007). Early 

reports of semantic memory deficits – defined as problems with associative, language-

based factual knowledge – were seen in many isolated cases of poorly defined brain 

atrophy (Warrington, 1975), damage to the inferior temporal lobe (Pietrini et al., 1988; 

Sartori, Job, Miozzo, Zago, & Marchiori, 1993; Warrington & Shallice, 1984), and 

damage to the ATL (Hillis & Caramazza, 1991).  

While early studies described patients as having general atrophy, it soon 

became clear that semantic deficits were specifically associated with damage to the 

temporal lobes (Hodges, Patterson, Oxbury, & Funnell, 1992). This syndrome, named 

semantic dementia (Snowden, Goulding, & Neary, 1989), is a specific variant of the 

more general frontotemporal lobar degeneration (Neary et al., 1998), and has served as 

a clear example of a relatively pure semantic memory deficit. These patients have 

preserved repetition and reading aloud, with severe object naming deficits (Basso, 

Capitani, & Laiacona, 1988; Neary et al., 1998). The atrophy in semantic dementia is 

focused on the ATL bilaterally, predominantly in the inferior and middle temporal 

gyri (Neary et al., 1998). Although degeneration is almost always bilateral, in two-

thirds of cases it is more severe in the left hemisphere (Patterson et al., 2007).  

The semantic deficit seen in semantic dementia is uniquely identified by its 

consistency across modalities and tasks. Patients who have a deficit with a particular 

stimulus will generally have similar deficits no matter what modality that object is 

presented in (e.g., visual, verbal, or auditory; Jefferies & Lambon Ralph, 2006). This 

suggests that the lesion is in a conceptual representation of the stimulus that is not 

bound to a specific input modality.  This is in contrast to disorders like stroke that can 

produce word comprehension deficits without directly damaging the ATL (Chertkow, 

Bub, Deaudon, & Whitehead, 1997). Superficially, the symptoms of these disorders 

can be similar, however stroke patients with semantic deficits generally have deficits 

only in specific modalities or in specific tasks (Jefferies & Lambon Ralph, 2006). 

Additionally, mistakes made by stroke patients frequently cross category boundaries 
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(e.g., "bone" instead of "dog") whereas mistakes in semantic dementia are commonly 

superordinate (e.g., "animal" instead of "dog") or coordinate (e.g., "cat" instead of 

"dog").  

Taken together these data suggest that stroke patients have difficulties in more 

general task functions, while pure semantic deficits are only seen in the presence of 

ATL damage.  

 

1.2.3 IMAGING STUDIES 

Although the clinical data supporting the involvement of the ATL in semantic 

memory is strong, evidence from brain imaging research has not been as forthcoming. 

The majority of studies whose stated purpose was to investigate semantic memory do 

not find ATL activation. This has lent evidence to the support of other theories of 

ATL function (Simmons, Reddish, Bellgowan, & Martin, 2010). 

One important observation to note before drawing conclusions from the 

current imaging literature is that although there are an abundance of studies that 

claim to study semantic memory, most of them do not conform to all of the necessary 

requirements to properly test for semantic memory (Binder et al., 2009). As will be 

discussed in future chapters, there are several criteria for a valid semantic memory 

contrast that, if not met, will confound or bias the comparison. Two recent meta-

analyses of the semantic memory literature addressed these concerns, and were able 

to find a number of semantic memory studies that activated the ATL (Binder et al., 

2009; Visser, Jefferies, & Lambon Ralph, 2010). The specific requirements for strong 

semantic tasks will be the subject of Chapters 2 and 3. 

 

1.2.4 TMS STUDIES 

Another research technique that can be used to investigate neural activity is 

transcranial magnetic stimulation (TMS). Although not as popular as imaging 
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techniques, it has a distinct advantage over other research modalities. Imaging 

evidence can provide detailed information about the involvement of a particular 

region of the brain in a task. However, this information is limited to showing that this 

region is active during the task. It does not prove that the brain region is necessary for 

the task performance.   

TMS is able to provide this evidence by creating "virtual lesions" in brain 

tissue. Brain regions are stimulated by a strong, local magnetic field pulse, which 

creates a temporary disturbance in the function of this brain region (G. Pobric, 

Jefferies, & Ralph, 2007). These effects can be very short (on the order of milliseconds) 

if a single pulse is delivered. Or, the effect can be extended to about a half hour using 

a train of pulses in repetitive TMS (rTMS; Rossini & Rossi, 2007). By disrupting the 

function of a brain region, TMS can determine whether that region is necessary for 

the performance of a task. This information is only otherwise derivable from patient 

lesion data, without the advantage of experimental methodology and control.  

Several recent papers by Lambon Ralph and colleagues tested the involvement 

of the ATL in semantics using TMS (M. A. Lambon Ralph, Pobric, & Jefferies, 2009; 

G. Pobric et al., 2007; G. Pobric, Lambon Ralph, & Jefferies, 2009). This group 

applied rTMS pulse trains directed at the ATL before performing semantic and non-

semantic tasks to determine whether the function of this region of the brain is specific 

to semantic processes. Reaction times increased after rTMS when subjects were asked 

to perform a word naming task and synonym judgment task. In contrast, reaction 

times were unaffected after rTMS was applied using a number naming and number 

judgment task, showing that this effect was specific to semantic processes. This effect 

was observed regardless of whether the left or right hemisphere was stimulated, and 

particularly affected low-imageability words (M. A. Lambon Ralph et al., 2009; G. 

Pobric et al., 2009), possibly because high-imageability words are supported in part by 

widely distributed sensory representations, whereas abstract words rely more fully on 

an amodal semantic memory system. 
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1.2.5 PREDICTING ATL SURGERY OUTCOME 

    Current research on improving epilepsy surgery has focused on predicting 

the likelihood of deficits prior to surgery. Common predictors include structural MRI 

features (e.g., hippocampal sclerosis), neuropsychological metrics (e.g., naming and 

verbal memory performance), and the Wada test for language and memory laterality. 

Additionally, methods based on functional imaging have recently been proposed that 

are safer and more accurate than Wada testing (Binder et al., 2008). Although all of 

these methods have been helpful in predicting outcome, they cannot be applied 

directly to guiding the surgical approach. They can only discourage or support surgery 

where the clinical need is uncertain. 

The Wada laterality test for language and memory  

The most common functional mapping test currently used to evaluate TLE 

patients preoperatively is the Wada test (Wada & Rasmussen, 2007), used in virtually 

all epilepsy centers (Engel, 1993; Simkins-Bullock, 2000). The Wada is administered 

by first anesthetizing one brain hemisphere through a catheter placed in the carotid 

artery and then presenting a series of neuropsychological tests (Simkins-Bullock, 

2000). Any deficits observed during anesthesia can be attributed to functions residing 

primarily in the anesthetized hemisphere. The internal carotid artery supplies the 

middle and anterior cerebral arteries, and therefore will deliver the anesthetic almost 

exclusively to the anterior and middle ipsilateral hemisphere of injection (Acharya & 

Dinner, 1997). This test produces language and memory lateralization scores, which 

are then used to predict the likelihood of a deficit after surgery. In a recent study by 

our lab, the Wada language test was found to be 92% sensitive and 45% specific (PPV 

= 67%) for predicting a decline in naming >2 SDs from the mean observed in a 

matched control group (Sabsevitz et al., 2003).  



 

9 

Imaging studies used for clinical assessment 

Currently, the most studied imaging task in the literature for presurgical 

language mapping is silent word generation (Adcock, Wise, Oxbury, Oxbury, & 

Matthews, 2003; Bahn et al., 1997; Benson et al., 1999; Rutten, Ramsey, van Rijen, 

Noordmans, & van Veelen, 2002; Sabbah et al., 2003; Woermann et al., 2003; Yetkin et 

al., 1998). This task involves covertly generating a series of words based on a rule given 

by the experimenter (e.g., "verbs" or "words that start with T"). Commonly used 

comparison conditions include "rest" or simple perceptual controls. Using a word-

generation task, Woermann (2003) found 90% concordance between fMRI-calculated 

lateralization and Wada calculated lateralization in a group of 100 patients. Similar 

studies have found the same relationship using smaller samples (Adcock et al., 2003; 

Benson et al., 1999). Unfortunately, none of these studies directly predicted outcome 

measures (i.e., verbal memory or language decline after surgery). Because of this, it 

still remains an open question whether these correlations are clinically relevant.  

An alternative imaging task already proven to predict relevant outcome 

measures in patients is the semantic decision (SD) task of Binder et al (Binder et al., 

1996; Binder et al., 2008; Sabsevitz et al., 2003). Laterality scores derived from this 

fMRI task correlate with Wada results (Binder et al., 1996), postoperative naming 

deficits (Sabsevitz et al., 2003), and verbal memory changes (Binder et al., 2008). 

During the SD task, patients hear names of animals and are asked to decide if the 

animal is both found in the US and used by humans. Although answers to these 

questions can be ambiguous, the primary goal of the questions is to engage retrieval of 

semantic knowledge relating to the words. Active participation is confirmed by 

comparing responses to normalized data from control subjects. The baseline 

comparison task is a tone decision task in which subjects listen to trains of high and 

low tones and are asked to respond if the train contained exactly two high tones. This 

task is more engaging than many commonly used baseline tasks, and therefore 
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provides controls for non-linguistic processes engaged during any task performance, 

such as attention, working memory, and response selection.  

 

1.2.6 APPLYING MAPS FROM THE SD TASK TO SURGICAL GUIDANCE 

Using gross laterality derived from the SD task, it has previously been shown 

that this task can predict language and memory outcomes in epilepsy surgery cases, 

and therefore can be used to inform patients’ decisions regarding their surgery 

(Binder et al., 1996; Binder et al., 2008; Sabsevitz et al., 2003). Beyond simple 

prediction, it would be useful if these maps could be used to guide the approach of 

the surgical plan. This would provide the information to improve individual 

outcomes, rather than simply avoiding surgery or reducing the lesion size in high-risk 

cases.  

Methodological development 

Out of all patients undergoing epilepsy surgery at Froedtert Hospital 

(Milwaukee, WI) since 1995, 147 patients have been recruited by our lab to undergo 

fMRI language mapping. Originally, this data was used to study the association of 

lateralization of activation and language and memory outcome (Binder et al., 2008; 

Sabsevitz et al., 2003). This study looked at the association between the spatial extent 

of functional maps and the deficits produced in patients. Out of this initial group, 33 

underwent left ATL resection, preoperative fMRI, pre- and post-operative 

neuropsychological testing in naming and verbal memory abilities, and had 

postoperative structural MRI of adequate quality to visualize the resection. This 

provided enough data in each of these patients to quantify the amount of activated 

(and non-activated) brain tissue removed, as well as the neuropsychological deficits 

observed. 

The first challenge in analyzing these data was aligning the pre- and post-

operative structural scans. The removal of tissue, and the subsequent swelling and 
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fluid changes distort the brain in a very nonlinear fashion. An example of a pre- and 

post-operative scan can be seen in Figure 1.2. This distortion was difficult to correct 

by traditional image registration. The best results were achieved by applying an 

aggressive nonlinear warping algorithm (Woods, Grafton, Holmes, Cherry, & 

Mazziotta, 1998), which was able to register the image volumes subjectively well. The 

improvement due to the alignment, as shown in difference images between the pre- 

and post-operative images can be seen in Figure 1.3.  The post- and pre-operative 

MRIs were then directly subtracted to define the lesion in preoperative space. These 

subtraction images were cleaned up using automated tools and manual editing. 

Once the lesion area in each patient was defined, the amount of fMRI activity 

during the SD task that fell within each individual patient’s lesion was measured 

using several different metrics (e.g., raw voxel count and voxel ratio). From these data, 

two analyses were performed. The outcome scores were correlated with raw voxel 

metrics, as well as with laterality indices derived from them. The outcome scores of 

interest were decreases in the Boston naming test (BNT), and three measures derived 

from the selective reminding task (SRT): consistent long-term recall (CLTR), long 

term storage (LTS), and delayed recall. A voxel-wise correlation was also performed, 

across patients, between the lesion status of each voxel and each patient's outcome 

score.  
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Figure 1.2. Example of distortion caused by ATL resection. Note the increase in the inferior-superior 

size of the STG. 

Unfortunately, none of these analyses produced significant results. This may 

have been expected based on the pattern of activation during this task in patients 

(shown in Figure 1.4). Although the lateralization of activity is a good predictor of 

outcome, very little of this activation actually falls within the lesion area. Thus, 

although the SD task is predictive of outcome, it is not sensitive to ATL function.  
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Figure 1.3. Effect of nonlinear registration on alignment of pre- and post-operative anatomies. 

Displayed are the subtractions of the anatomies before, and after alignment. The brain structures 

subtract to zero as the alignment improves. 
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Figure 1.4. Average activation to the SD task in a group of 76 healthy control subjects. Red 

corresponds to p < 0.005, orange to p < 0.0005, and yellow to p < 0.00005. Large regions of activity are 

seen in left frontal and posterior temporal cortex, however the ATL is not fully covered. 

1.2.7 TECHNICAL LIMITATIONS OF STUDYING THE ATL WITH FMRI  

Although clinical studies have strongly associated the ATL with semantic 

memory, many functional imaging studies fail to detect this association (Devlin et al., 

2000). Many investigators have attributed this to signal loss near the ATL when using 

fMRI. This signal loss is caused by susceptibility gradients produced from the air-

tissue interface of the frontal sinuses and Eustachian tubes, which create regions of 

signal loss in the anterior and inferior temporal lobes. Because the amount of signal 

loss is related to the distance across the gradient, signal loss is proportional to voxel 

size (Reichenbach et al., 1997).  

Although this is an important problem to address, several factors minimize its 

significance when studying the ATL. First, modern scanners and sequences have 

made very small voxel sizes possible, which reduces the degree of signal loss. In 

addition, the region that contains the dropout is small relative to the size of the entire 

ATL. Finally, there are many examples in the literature of studies using fMRI that 
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have been able to show very robust responses in the ATL (Binder et al., 2009; Visser, 

Jefferies, & Lambon Ralph, 2010). On close examination of the recent literature, it is 

apparent that the majority of studies that are not able to observe ATL activation share 

several critical experimental design flaws, most notably poor control tasks (Binder et 

al., 2009; Visser, Jefferies, & Lambon Ralph, 2010).  

 

1.3 GENERAL METHODS 
These methods were followed for most of the experiments in the following 

chapters (exceptions where noted in the text). The common methods used are 

presented here for brevity. 

 

1.3.1 GENERAL FMRI ACQUISITION METHODS 

Subjects 

Healthy subjects were recruited from the Medical College of Wisconsin (MCW; 

Milwaukee, WI) general fMRI recruitment database. Patients were recruited from the 

surgical epilepsy program at Froedtert Hospital (Milwaukee, WI). All subjects were 

screened to make sure they met safety requirements. Healthy subjects were required 

to be right-handed, native English speakers, and between the ages of 18 and 40. All 

protocols were IRB approved, and subjects were compensated for their participation.   

fMRI Acquisition.  

All local fMRI scanning occurred on one of the human GE 3T MRI machines 

available on the MCW campus. BOLD studies were done using gradient-echo echo-

planar pulse sequences using an 8-channel birdcage head coil. The TR for each study 

was 3000 ms, slices were acquired in axial orientation, and the voxel size was 2.5 mm, 

isotropic (unless otherwise noted). This was achieved using a FOV of 240 mm and a 

matrix size of 96x96. The TE was set to 25 ms. The use of relatively small voxels and 
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short TE minimized signal dropout due to macroscopic field gradients. Structural T1-

weighted images were collected using a SPGR sequence for each subject to aid in 

anatomical registration and visualization.  

Stimuli.  

Audio stimuli were presented via scanner-compatible headphones. Responses 

were recorded via a scanner-compatible button-box. All stimuli were produced, and 

responses recorded, on a stimulus presentation program located in the scanner 

control room.  

 

1.3.2 GENERAL FMRI ANALYSIS METHODS 

Pre-processing.  

All of the analyses to be presented in this work were done with the AFNI 

software package. After reformatting the data into AFNI-compatible datasets, 

individual slices were interpolated across time to account for differences in slice time 

acquisition. Then the volumes were registered together using a 6-parameter fixed-

body linear algorithm. The parameters from this registration were saved as nuisance 

regressors for the following multiple regression analyses. 

General task design.  

All fMRI tasks presented here used a block design. Block designs have the 

benefit of increased power relative to event-related designs, as well as being less 

sensitive to variability in timing. This is important for our tasks because the language 

and semantic memory retrieval processes involved are not necessarily tightly time-

locked to the stimulus presentation.  
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Linear contrasts.  

Multiple linear regression was used to test for differences in blood oxygen level 

dependent (BOLD) signal among different conditions. Square-wave functions were 

created for each stimulus, representing the blocks during which that stimulus was 

being presented. This square wave was then convolved with a gamma variate using 

parameters that approximated the BOLD hemodynamic response (using the default 

values from the AFNI program "waver"). This function is a close approximation of the 

hemodynamic response observed in the brain. These functions were then entered into 

a multiple regression of the fMRI data, along with the motion parameters derived from 

volume registration, and a 3rd-order polynomial to explain low-frequency signal 

movement. The estimated response amplitude for each condition is represented by 

the beta coefficient for that condition's corresponding regressor, and the associated 

t and F statistics express the statistical significance of the response for each condition. 

If group maps were required, individual structural and functional images were 

transformed into Talairach & Tournoux space using an automated registration 

program.   

Signal normalization 

All signal values will be reported normalized to the average MR baseline signal 

within the brain. This was done because the raw signal values recorded from the 

scanner are arbitrarily scaled based on several factors (e.g., receiver gain). The 

baseline signal level was measured by averaging across a brain mask, across all time 

points. All data points were then divided by this single baseline value, and multiplied 

by 100, to yield the percent of the baseline. This value will be referred to as 

normalized signal in the text. 
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Chapter 2: Improving semantic memory baseline tasks 

2.1 INTRODUCTION 
A common experimental paradigm in fMRI research is simple subtraction 

between a cognitively activated and inactivated (or less activated) state. Regions where 

significantly increased activity is observed during the active state relative to the 

inactive state are then declared to be associated with the cognitive task. 

When developing tasks to elicit these active and inactive states, frequently 

researchers must focus the majority of their labor on the activation state. In many 

cases the activated state requires complex cognitive manipulations by the subject, 

while the inactive state simply requires the withdrawal of stimulation. For example, in 

common motor paradigms, subjects are instructed to perform various motor tasks 

during the active state (e.g., finger tapping in sequences), while the inactive state 

simply requires the cessation of tapping. 

This paradigm works well for cognitive processes that are primarily driven by 

external cues (e.g., primary sensory cortices) or conscious volition (e.g., primary motor 

cortex). However, if the process under study is activated on a schedule that is 

uncorrelated to the stimulus state, removing external stimulation will not cause 

suppression of this process. 

This logic begs closer scrutiny of the baseline tasks used in semantic memory 

research. Semantic memory is a process that activates automatically when task 

demands are low (Binder et al., 1999). Therefore, designing a semantic memory 

baseline task analogous to a perceptual baseline (i.e., by removing semantic 

stimulation) will not result in a strong contrast. Instead a baseline task is required that 

actively suppresses semantic activity (e.g., by competing for cognitive resources). 
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2.1.1 SEMANTIC ACTIVATION DURING THE RESTING STATE 

Support from task deactivation literature. 

Task-unrelated processing during the resting state is a recognized phenomenon 

(Binder et al., 1999). As external, task-related demands decrease, internally generated 

processes increase in activity. The degree of internally generated activity can be 

quantified by interrupting the active task and asking subjects what they were thinking 

prior to the interruption. Studies using this method have found that tasks with more 

demanding perceptual loads have less internal, task-unrelated thoughts (Binder et al., 

1999). 

To test the implications of this effect on semantic contrasts, Binder and 

colleagues (Binder et al., 1999) compared deactivations during a perceptual task using 

rest as a baseline, to activations during a semantic processing task using an active 

baseline task. In the semantic task, subjects were presented with spoken animal names 

and asked to decide if the animal is both found in the US, and used by humans. If 

both questions were true, they would respond with a button press. The active 

comparison task used for the semantic condition was a phonetic monitoring task 

where subjects were presented consonant-vowel (CV) triplets (e.g., /pa dæ su/), and 

asked to respond if the CVs contained both /b/ and /d/ consonants.  

The perceptual task was a tone discrimination task where subjects listened to 

trains of high and low tones, and were asked to respond when the preceding train 

contained exactly 2 high tones. As mentioned above, this task was compared to a rest 

condition. Regions including the left angular gyrus (AG), inferior frontal gyrus (IFG), 

parahippocampal gyrus (PHG), and cingulate were activated during the semantic task 

comparison and similarly deactivated during the active perceptual task comparison. 

From this, Binder concluded that the deactivation during the perceptual task is not 

due to “negative” activation during the perceptual condition. Rather, it is caused by 

task unrelated semantic processing occurring during the perceptual baseline (i.e., 

“rest”). 
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Additional support for this theory can be seen in the study by McKiernan and 

colleagues (McKiernan, D'Angelo, Kaufman, & Binder, 2006). This study measured the 

frequency of task-unrelated thoughts and found a significant correlation with the 

magnitude of deactivation during various difficulty levels of a tone discrimination task 

(r = 0.9, p = 0.005). The deactivated regions found by McKiernan were very close to 

those found in the study by Binder (Binder et al., 1999), including the posterior 

parietal cortex, middle frontal gyrus (MFG), fusiform gyrus, and cingulate cortex. 

Support from the Default Mode network. 

The default mode network (DMN) is a group of brain regions that have been 

shown to increase in metabolic activity (Raichle et al., 2001) and correlate with 

fluctuations in brain activity (Greicius, Krasnow, Reiss, & Menon, 2003) during rest 

conditions. Recently a large number of papers investigating the DMN have been 

published in the fMRI literature. This interest has been fueled by the benefits of the 

“taskless” paradigm that is commonly used, and the novel analysis method, functional 

connectivity (Biswal, Yetkin, Haughton, & Hyde, 1995).  

Regions commonly found in the DMN include the posterior cingulate, 

precuneus, posterior parietal regions (including the AG), and superior frontal gyrus 

(SFG). Also commonly observed, although not always recognized, are regions in the 

medial temporal lobe (MTL) and ATL (Raichle et al., 2001; Shehzad et al., 2009; 

Uddin, Kelly, Biswal, Xavier Castellanos, & Milham, 2009). 

These results (combined with the previously mentioned deactivation studies) 

support the hypothesis that there is a network of regions – focused around the 

cingulate, precuneus, AG, MTL, and ATL – that supports "intrinsic" or "internal" 

processing during the resting state. 

Support from semantic memory theory 

In addition to the association with resting-state processing, this network of 

regions has also been implicated in semantic (Binder, Desai, Graves, & Conant, 2009) 
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and episodic (Svoboda, McKinnon, & Levine, 2006) memory processing. This supports 

the hypothesis that a large proportion of the processing occurring during the resting 

state involves retrieving concepts and events from semantic and episodic memory, 

reinstantiating them in conscious awareness, and manipulating them for problem 

solving and planning (Binder et al., 1999). 

 

2.1.2 EXAMPLES OF PREVIOUSLY USED BASELINE TASKS 

Rest as a baseline 

Although the previously cited papers clearly argue against using rest as a 

baseline in semantic studies, it is still frequently used. In a recent meta-analysis of 

semantic memory studies, 7% of the papers considered were excluded for using rest as 

the only baseline (Binder et al., 2009). 

Passive perceptual tasks 

Another set of commonly used baseline tasks, sharing many of the weaknesses 

of rest, are passive perceptual controls. For example, if an active task requires subjects 

to read semantically rich words, a passive perceptual baseline might require them to 

passively observe unpronounceable character strings (e.g., “#####”). While these tasks 

control for early perceptual processing (e.g., visual input), the low difficulty level does 

not necessitate strong engagement of attention, and therefore allows semantic 

processing to continue. To prevent this, a more difficult control task is required that 

shifts attention and cognitive resources away from baseline semantic memory 

processing. An additional problem with using meaningless or unpronounceable 

perceptual stimuli is that they fail to control for non-semantic language processes 

such as orthographic and phonological decoding. Thus the observed activation could 

reflect these processes rather than semantic processing.  
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Complex perceptual tasks 

Rather than passive perceptual controls, tasks can be designed that more fully 

engage attention, and therefore provide a stronger contrast for detecting semantic 

processing. An example of one of these tasks is the tone discrimination baseline task 

used by our lab (Binder et al., 1996). In this task subjects are presented with a series of 

high and low tones and asked to respond if they hear exactly two high tones in the 

series. Beyond perceptual processing demands, this task also requires sustained 

attention, working memory, and decision-making processes (Binder et al., 1996). 

These additional demands make the baseline task more similar to the active state both 

in specific processes involved and in degree of general attentional engagement.  

The differences in these types of control task are readily apparent in fMRI 

studies. When using passive perceptual controls, ATL activation is rarely observed, 

whereas ATL activation is more likely to be seen when using attentionally-demanding 

baseline tasks (Binder et al., 2009; Visser, Jefferies, & Lambon Ralph, 2010). 

2.2 MATH PROCESSING 
While complex perceptual control tasks have been designed that engage 

attention strongly — perhaps enough to suppress background semantic processing — 

these tasks differ from semantic memory tasks in several ways, which can confound 

comparisons. For example, the stimuli used in semantic tasks are commonly more 

complex and phonetically diverse than control stimuli (e.g., spoken words versus 

pitch-modulated tones). Additionally, sentence-level attributes of language (e.g., 

syntax and prosody) are absent in most control stimuli. This makes appropriately 

controlling for language processes difficult. 

To address this issue, we designed a task using serial addition and subtraction 

as a non-semantic baseline. The formal grammar found in math is conceptually 

similar to grammar in natural language (Friedrich & Friederici, 2009). Also, when 

spoken, the equations possess similar phonetic properties as natural language 

sentences, albeit using a restricted vocabulary. However, in contrast to natural 
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language sentences, mathematical equations have sparse semantic content. 

Additionally, the lexical units in math "sentences" (i.e., numbers) come from a limited 

size, closed set, and are all high-frequency. These features make mathematical stimuli 

easily recognized. Therefore, solving mathematical equations should not rely heavily 

on the semantic memory network. Supporting this hypothesis, when tested on recall 

of word and number lists, semantic dementia patients show impairment on word list 

length, but not on number list length (Jefferies, Lambon Ralph, Jones, Bateman, & 

Patterson, 2004). 

For the previously stated reasons, we hypothesized that serial addition and 

subtraction would serve as an ideal control condition in semantic memory contrasts 

using language stimuli. 

Previous studies investigating mathematical processing 

Case studies in patients with acalculia – the inability to solve math problems – 

supports the segmentation of mathematical processing into several component 

processes within the brain. Independent deficits can be observed in both the 

production and comprehension of math stimuli (Dehaene, 1992; McCloskey, 

Caramazza, & Basili, 1985) supporting a functional distinction between them. 

Dissociations can also be observed among processing arabic numerals (e.g., “12”), 

written number words (e.g., “twelve”), and spoken number words. In contrast, pure 

acalculia is also observed where patients have similar calculation deficits using any 

number form. This has led to the hypothesis that mathematical stimuli are processed 

in a form-specific manner, and then manipulated by a common arithmetic processing 

unit (Dehaene, 1992; Dehaene, Molko, Cohen, & Wilson, 2004). 

Imaging studies of math processing 

The most common region of activation seen during mathematical calculation is 

the bilateral horizontal intraparietal sulcus (HIPS) (Dehaene et al., 1996; Dehaene, 

Spelke, Pinel, Stanescu, & Tsivkin, 1999; Rueckert et al., 1996). This activation is seen 
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even when tasks are controlled for difficulty, attention, and hand and eye movement 

(Dehaene et al., 1999). Activation in this region is even seen during passive viewing of 

numbers, when calculations are not required.  

Eger and colleagues (Eger, Sterzer, Russ, Giraud, & Kleinschmidt, 2003) 

demonstrated this in an experiment where they presented subjects with an oddball 

task containing digits, letters, and colors in both the auditory and visual domains. 

When analyzing only non-target items (to avoid confounds introduced by the oddball 

paradigm), the only difference seen between the passive presentation of numbers and 

letters was in the HIPS. Notably, no other auditory or visual areas showed significant 

differences between numerical and alphabetic stimuli. This suggests that the initial 

perceptual processing of numerical stimuli uses the same system as alphabetical 

stimuli. However, digit-specific processing occurs in the parietal lobe. 

Thus, the current evidence supports the view that superficial perceptual 

decoding of verbal mathematical materials (i.e., visual/auditory and orthographic 

processing) is shared with the same systems used for common language. However, 

after initial modality-specific decoding, the numerical percept is processed by a 

general mathematical system, closely integrated with the visuo-spatial processing 

system in the parietal lobe. In short, verbal math requires visuo-spatial cortex for 

processing, but is encoded in a language framework. This makes mathematics an ideal 

task for controlling non-semantic aspects of language processing. 

 

2.3 MATH TASK 

2.3.1 DEVELOPMENT OF THE MATH TASK 

General structure of equations 

Each math stimulus used in the following experiment consists of a series of 

addition and subtraction operations, followed by the word “equals,” and a total. In 

50% of trials this total was correct, while in 50% of trials the total differed by 1 in 
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value. For example, “10 plus 4 minus 2 equals 11.” The instructions to the subject 

were to respond with a button press if the correct mathematical total was given. 

To adjust the difficulty of the problems, we hypothesized several parameters 

(hereafter referred to as “difficulty parameters”) that could affect performance and be 

experimentally manipulated. These included the size of the numbers used, the ratio of 

addition operations to subtraction, the speed of presentation, the number of 

operations, and whether the total passed below zero. We hypothesized that larger 

numbers and faster presentation would be more difficult, and therefore result in lower 

performance. We also hypothesized that subtraction and negative numbers would be 

less familiar to subjects, and therefore result in slightly lower performance. Finally, 

because any error in a single operation will carry through to each subsequent 

operation, larger numbers of operations should result in an accumulation of errors, 

and therefore lower performance. 

Sound file synthesis 

Math problems were written in English, and then converted to sound files 

using the "Alex" voice from the MacinTalk® speech synthesizer, built into the Mac OS 

X 10.5 operating system (Apple Inc., Cupertino, CA). This software uses a dictionary 

and set of pronunciation rules to convert input text to phonemes. These phonemes 

are then converted to an auditory waveform using a voice-specific synthesizer. The 

final pitch and amplitude of the sound file is modulated using contours derived from 

the sentence punctuation and grammatical structure, in order to add sentence-level 

prosody. The resultant sound is subjectively similar to natural speech. The parameters 

used for speech synthesis (e.g., rate of speech and length of pausing) can be 

continuously varied using the software package. 

Pilot results 

To confirm the hypothesized relationship among the difficulty parameters and 

task performance, a small pilot experiment was run on 4 subjects. The experimental 
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program dynamically generated math equations using a random set of parameters 

across a wide range of values. Each subject was asked to participate for as long as they 

were comfortable, which was an average of 227.5 trials (range = 160 - 337). This 

corresponded to approximately 40 minutes. After presenting each math problem, 

subjects were given 2 seconds to respond. Table 2.1 lists the ranges of values used for 

the difficulty parameters. 

Along with modulating problem difficulty, speed of speech also modulates 

phonetic properties of the task (i.e., the phoneme presentation rate). Because of this, 

stimulus feature matching would be modulated by the difficulty level. Because of this 

potential confound, speed of speech was removed from consideration and fixed at 150 

words per minute.  

Table 2.1. Ranges of difficulty parameters used during the pilot experiment of the math task. 

 
Number 

magnitude 

Ratio of 
addition : 

subtraction 

Speed of 
speech 

(words/min) 
Number of 
operations 

Always keep 
total positive 

Minimum 2 0.5 125 2 false 
Maximum 11 1.0 250 7 true 

 
Multiple regression was used to analyze the relationships between the 

remaining difficulty variables and accuracy. Although this pilot did not have much 

power because of the small number of subjects, the trends in the data were still 

informative. Significant main effect trends were observed for number magnitude (F = 

3.00, p = 0.08), ratio of addition to subtraction (F = 2.99, p = 0.08), and number of 

operations (F = 3.38, p = 0.07). Whether the total passed below zero had no significant 

effect (F = 0.19, p = 0.66), and so was fixed at not passing below zero and removed as a 

parameter. Thus, the final difficulty parameters included number magnitude, ratio of 

addition and subtraction, and number of operations. Additionally, the size of the 

initial number was added after the first pilot to increase the working memory load 
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during the task. Starting the problem at a large number (e.g., 67) requires more digits 

to be kept in working memory when compared to starting at smaller numbers (e.g., 6). 

The final difficulty parameters are listed in Table 2.2.  

 

Table 2.2. Final ranges of difficulty parameters used in the following experiments. 

 
Number 

magnitude 
Ratio of addition 

: subtraction 
Number of 
operations 

Initial number 
maximum 

Minimum 2 0.5 1 2 

Maximum 18 1.0 6 100 

 
Subjects were expected to vary widely in ability, experience, and confidence 

with math problems, which would modulate the degree of attention necessary to solve 

the math problems. Attention was also expected to vary within subjects during the 

experiment. In order to maintain subjects’ attentional engagement in the task without 

frustrating them, the presentation program was designed to automatically adjust the 

difficulty level of the problems to maintain accuracy around 50% correct. The stimuli 

were divided into 20 levels of difficulty (1 = easiest, 20 = hardest) defined by 

continuously varying the previously mentioned difficulty parameters. The level 

increased in difficulty after each successive correct response and decreased in 

difficulty after each incorrect response.  

 

2.4 COMPARISON TO OTHER CONTROLS 

2.4.1 COMPARISON TASKS 

Three tasks were chosen to compare to the math task in an fMRI experiment. 

The first was the tone discrimination task (the baseline to the SD task). A novel 

variant of the tone discrimination task was also created using syllables instead of 
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tones. Syllable stimuli are more acoustically complex, and therefore control more 

closely for perceptual aspects of spoken word stimuli and more strongly engage 

attention. In addition to these two active perceptual tasks, a rest condition was 

included in a subset of subjects, because of its prominence in previous studies. 

Tone discrimination task 

This task has previously been used as the baseline for the SD task, to predict 

language and memory outcome after epilepsy surgery (Binder et al., 1996; Binder et 

al., 2008; Sabsevitz et al., 2003). Subjects are played trains of high and low pitch tones 

(750MHz and 500 MHz respectively) and asked to respond with a button press if the 

train contains exactly 2 high tones. Tones within a train were separated by 100ms of 

silence. 

Syllable discrimination task 

The syllable discrimination task is a slight variation of the tone discrimination 

task, replacing the high and low tone stimuli with consonant-vowel (CV) syllables. 

Several consonants were chosen, all using the same vowel (/ɛ/ as in “bet”). The target 

CV was /bɛ/ (analogous to a high tone in the tones task). Similar to the tone task, 

subjects were instructed to respond when detecting exactly two /bɛ/ syllables within a 

syllable train. In contrast to the tone task, which contains only one non-target tone 

(low frequency), 20 non-target syllables were used. This task has similar attentional 

demands to the original tone task, but controls for more perceptual aspects of speech 

(e.g., spectral content). 

To construct the syllable discrimination task, individual syllables were recorded 

from a single person in a sound-attenuated booth. To further increase the complexity 

of the stimuli, 8 different versions of the target stimulus were recorded, and 2 versions 

of each non-target stimulus. Syllables were edited to trim trailing silence and 

combined randomly into strings of 3 to 7 CVs, with 250 ms of silence inserted 

between each. Each syllable train contained from 0 to 3 targets. 
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2.4.2 COMPARISON METHODS 

Subjects 

FMRI data were collected from 9 healthy, right-handed volunteers (7 male). 

Their average age was 25.2 (SD = 1.9; range = 23 - 29). One subject was removed from 

subsequent analyses because of experimental failure. Subjects were screened for 

scanner safety before undergoing scanning. All subjects were given informed consent 

and compensated for their time. 

Combined task design 

After each stimulus presentation, subjects were given 2 seconds to respond 

with a button press. For the tone and syllable discrimination tasks, the subjects were 

instructed to respond with the key under their right index finger when detecting a 

target (and refrain from responding otherwise). During the math task, subjects were 

told to respond with the same button if the equation was mathematically correct and 

otherwise refrain from responding. 

The four baseline tasks were combined into a single, block design experiment, 

to compare the amount of ATL activation among them. Each task was repeated 3 

times in an fMRI run, with each task block lasting approximately 30 seconds. Block 

order was pseudorandomized. Since the length of each trial differed across tasks, 

these blocks were composed of either 7 trials of tone discrimination, 7 trials of syllable 

discrimination, 3 trials of math, or 30 seconds of rest. Because the math task changed 

dynamically during the run as the difficulty level changed, the absolute duration of 

each run varied, with an average of 142.2 reps (SD = 13.3; Range = 124 - 200). Subjects 

were given 1500ms to respond to each trial type. A training session outside the 

scanner was used to find an approximate level of difficulty for each subject. Further 

adjustment occurred automatically during scanning.  
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fMRI analysis 

Data were collected and analyzed as described in the general methods in 

Chapter 1. Individual stimulus regressors were created for the tone, math, and syllable 

tasks (rest was included in the model as baseline). After the initial deconvolution 

analysis, coefficient maps for each task were normalized to Talaraich & Tournoux 

space and blurred with a 8mm FWHM Gaussian blur. 

Two types of analyses were performed to highlight the differences in ATL 

activation among these tasks. First, to provide an overview of activation across the 

ATL, a region of interest (ROI) analysis was performed using the coefficients averaged 

across a previously defined surgical ROI. In addition, these analyses were done using 

a voxel-wise approach to show their spatial distribution. The following a priori 

comparisons were performed using independent sample t-tests: all active tasks relative 

to rest, the syllable discrimination task relative to the tone discrimination task, and the 

math task relative to the average of the syllable and tone discrimination tasks. 

 

2.4.3 RESULTS 

Behavioral Data 

The behavioral performance on each task is summarized in Figure 2.1 and 

Table 2.3. In addition to accuracy, the math task can also be assessed by looking at the 

average level of difficulty achieved by the subjects. This is important to consider, 

because the math task should adjust itself to 50% accuracy in all subjects, regardless of 

performance. Therefore accuracy does not reflect the subject’s performance. Rather, 

the average level of difficulty does. 

Accuracy was significantly above chance (50%) on both the syllables (t(7) = 6.32, 

p = 0.0004) and tones tasks (t(7) = 6.09, p = 0.0005). Accuracy on the math task was not 

significantly different than 50% (t(7) = 1.08, p = 0.316), which was by design. The 

difficulty level was significantly greater than 1 (t(7) = 9.91, p < 0.0001) providing 
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evidence that the subjects were performing well on the task, and not performing at 

chance.  

Table 3. Behavioral performance on control tasks 

 Tones Syllables Math 

Accuracy 84.5% (5.7) 76.5% (4.2) 51.0% (0.9) 

Difficulty - - 8.5 (0.9) 

 

Functional MR Data 

The ROI results are presented in Figure 2.2. The zero baseline in this figure 

represents activation during the rest period. The bars represent relative activation 

from the rest state (in normalized signal change). Average activity during neither the 

syllables task (t(8) = -0.72, p = 0.49) nor the tones task (t(8) = -0.46, p = 0.66) was 

significantly less than rest in the ATL ROI. The syllables task and tones task also did 

not significantly differ from each other (F(1,24) = 0.05, p = 0.82). The math task, 

however, did produce significant deactivation relative to both rest (t(8) = -2.96, p = 

0.02) and the syllable and tone tasks (F(1,24) = 5.52, p = 0.03). 
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Figure 2.1. ROI analysis of control tasks. The baseline is equal to rest. Bars represent average beta 

coefficients within the surgical ROI. Only the math task produces a significant reduction in overall 

activity relative to rest. 

In the voxel-wise analysis, comparing all active task conditions to rest revealed 

several regions in the ATL that are more active during rest than during a task (Figure 

2.3A), including several regions in the lateral ATL. No regions within our temporal 

lobe ROI were observed that were more active during the active baseline conditions 

relative to rest. To assess any differences between the tone and syllable discrimination 

task, we directly compared the two (Figure 2.3B). Although the stimuli in the syllable 

discrimination task are more complex, more activation was observed in primary 

auditory regions within the superior temporal gyrus during the tones task. This could 

be because of poor matching of presentation frequency between these conditions. The 

tone stimuli were presented faster on average (2.32 vs. 2.28 stimuli per second), were 
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shorter in duration (2.53s vs. 2.59s), and used shorter periods of silence (100ms vs. 

250ms). This resulted in tone stimuli being presented for a greater percentage of time 

relative to syllables (83.9% vs. 68.1%). Few major differences were observed in the 

ATL or other brain regions outside the temporal lobe in the syllable versus tones 

comparison. When comparing the activity during the math task to the combination of 

the tone and syllable discrimination tasks (Figure 2.3C), less activation was seen in the 

ATL during the math task both laterally (in the anterior STG and MTG) and medially 

(in the hippocampus, parahippocampus, and fusiform gurus). 

 

 
Figure 2.2. Simple effects from the voxel-wise analysis comparing the different control tasks. As in the 

ROI analysis, the math task has the lowest activation overall in the ATL region. 

2.5 DISCUSSION 
2.5.1 CONCLUSIONS 

Confirming the stated hypotheses, the task that suppressed ATL activity the 

strongest was the math task. This was predicted because previous work has shown 

that ATL activity is best suppressed under tasks that require high attentional load 
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using non-semantic stimuli. The math task required the largest attentional 

commitment, and therefore produced the best suppression of ATL activity. 

The activation observed during the math task was, averaged over the entire 

ROI, 0.9 normalized signal units less than during rest. Using the same activation task, 

this means a given semantic activation will be 0.9 units greater using the math task as 

a baseline versus using rest. Given that physiologic BOLD responses fall in the range 

of 0.5 to 3.0% signal change (approximately equivalent to normalized signal) (Bright, 

Bulte, Jezzard, & Duyn, 2009), it is easy to see how the choice of baseline can 

determine whether ATL activation will be observed or not. 

No major differences were found between the tone and syllable discrimination 

tasks. Although the stimuli in the syllable task were more complex spectrally, the tone 

stimuli produced larger amounts of activity in auditory regions. A possible explanation 

for this difference is that the syllable stimuli were required to be presented at a lower 

rate than the tones in order to produce natural sounding syllable trains. 

 

2.5.2 IMPROVEMENTS 

While running the math task, several potential problems were noticed and 

improved on in following versions of the task. First, asking subjects to only respond to 

target trials confounds failing to respond with the response of "non-target." This 

makes it especially hard to detect when subjects have trouble with the task (e.g., 

because of stimulus delivery failure). For this reason we changed the math task to a 

two-option forced-choice task. Instead of presenting a single total at the end of each 

problem, two options are presented. For example, “10 plus 4 minus 2 equals 11 or 12.”  

Subjects are instructed to respond with the left button if they think the first option 

was the correct total, or the right button if they thought the second option was 

correct. This will ensure that the subject responds on every trial, so missed trials can 

be promptly addressed (e.g., by stopping the scan and checking on the subject). 
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Second, while performance on the math task can be quantified using the 

difficulty level, it was perceived to be frustrating to the subjects to perform at 50% 

accuracy. For this reason, the task was modified to increase the difficulty level only 

after six consecutive correct responses (while still decreasing after the first incorrect 

response).  This resulted in a steady-state accuracy level of 78%.  

Finally, there were several subjects who reported using different heuristic 

strategies to solve the math problems. These included only tracking the odd/even 

property of the total and only tracking the least significant digit of the total (e.g., “5” in 

“165”). These heuristics allowed perfect performance with minimal effort. To defeat 

these strategies a new task was designed that offered an incorrect option that could 

differ from the correct option by 1, 2, or 10. This new task requires subjects to pay 

attention to the entire number to perform well. To encourage precise math instead of 

estimation, the three answer conditions — 1, 2, and 10 — were weighted 40%, 40%, 

and 20% (respectively) in their chance of occurrence. This last modification was not 

implemented in all later versions (see the Methods section of Chapter 3).
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Chapter 3: Developing a task contrast to strongly 
activate the ATL 

3.1 INTRODUCTION 
Although much evidence exists supporting the involvement of the ATL in 

semantic memory processing, there is a dearth of functional imaging studies to 

support this. Commentators on this subject often refer to the poor signal in the ATL 

as an explanation for the difficulty in producing imaging evidence. However, as stated 

before, fundamental flaws exist in the design of many semantic memory studies that 

preclude detecting ATL activity. Chapter 2 discussed the problem of using a weak 

baseline. This chapter will focus on the activation task. 

 

3.1.1 THE ATL, SENTENCES, AND THE AUDITORY MODALITY 

ATL activation has been observed using many different modalities and stimuli 

(Jefferies, Patterson, Jones, & Lambon Ralph, 2009), implying that the function it 

serves is amodal. When comparing the number of studies in the literature that have 

found ATL activation using visual, auditory, single word or sentence stimuli, 

significantly more studies have found ATL activation using auditorily presented 

sentences than any other stimulus type (Visser, Jefferies, & Lambon Ralph, 2010). 

There are several factors that could explain this observation. First, the ATL is located 

anatomically adjacent to auditory cortex in the temporal lobe. One could hypothesize 

this anatomic juxtaposition could be due to selection pressure caused by related 

functions between these cortices. Second, sentences contain more information than 

single words, so one would expect them to engage the semantic memory system to a 

greater extent. 
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3.1.2 THE ATL AND SYNTAX 

Several studies have found activation of the ATL by word strings that form 

syntactically correct sentences relative to the same words in random order 

(Humphries, Love, Swinney, & Hickok, 2005; Vandenberghe, Nobre, & Price, 2002). A 

clear example of increased ATL activity to sentence stimuli over word lists can be seen 

in the study by Humphries and colleagues (Humphries, Binder, Medler, & Liebenthal, 

2006). They observed increased activation in the anterior superior temporal sulcus 

(STS) and MTG when listening to sentences relative to the same words in list form. 

Because these words were matched in semantic content, only differing in syntactic 

relationships, this difference in activation was specifically associated with syntactic 

processing 

Traditional neural models of syntax associate the inferior frontal cortex (i.e., 

Broca’s area) with these functions. However, current research implicates a larger 

network, including regions of the temporal lobe (Grodzinsky, 2000). This 

research suggests that the ATL not only participates in single-word semantics, but 

also is involved in sentence-level processing (Hickok & Poeppel, 2007). 

These data motivated a pilot study to investigate the effectiveness of auditorily 

presented stories to activate the ATL. 

 

3.2 STORY PILOT EXPERIMENT 
To test the effects of sentence-based stimuli, 10 subjects were imaged while 

they performed a simple story comprehension task. The task was a block design, 

alternating the story task with two control tasks. During the story task, subjects were 

presented short excerpts (average: 38.67s) from a fiction novel, followed by a forced-

choice two-option question. All stimuli were presented auditorily and all responses 

were made verbally, recorded on a scanner-compatible microphone. Subjects were 
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instructed to listen carefully during the story and answer the questions to the best of 

their ability. 

As this work was completed before development of the math task was finished, 

two perceptual control tasks were designed that reproduced the perceptual 

components of the stimuli used in the experimental task. Stimuli for the first control 

task were created by temporal reversal of the speech sounds. To create the stimuli for 

the second task, the "Hum" feature of the Praat software package (Boersma & 

Weenink) was applied to the speech sounds. This method synthesizes a schwa vowel 

(e.g., the 'u' in supply), modulated in amplitude and frequency by the original speech 

signal amplitude and fundamental frequency contours. The resultant signal sounds 

subjectively similar to a hum, and preserves prosodic speech features. Within these 

distorted speech sounds, pure frequency-modulated tones were embedded. Subjects 

were instructed to listen to these sounds and count the number of tones within them. 

After each sound, the subject was asked how many tones they heard, and responded 

verbally. 

The results from this pilot study were promising, as can be seen in Figure 3.1. 

The story contrast activated the temporal pole and STS to a great degree – more than 

usually seen in the SD task. However, there are several improvements that could be 

made to the task. First, only activation in the anterior portion of the inferior frontal 

gyrus (pars orbitalis and pars triangularis) has been strongly associated with semantic 

processing (Devlin, Matthews, & Rushworth, 2003). Activation in the more posterior 

pars opercularis may instead be caused by differences in task difficulty (Binder, Desai, 

Graves, & Conant, 2009; Feredoes, Tononi, & Postle, 2006). 

Additionally, the medial portion of the ATL was sparsely activated. This 

negative finding was unexpected given the strong association of the MTL with 

autobiographical (Cabeza, Prince, Daselaar, Greenberg, Budde, Dolcos, LaBar, & 

Rubin, 2004) and episodic memory recall (Eldridge, Knowlton, Furmanski, 

Bookheimer, & Engel, 2000). Because the story task was rich in episodic material, the 
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likely reason MTL activation was not observed was because of a poor baseline 

condition. As stated previously, if not actively suppressed through attention 

demanding tasks, default task-unrelated processing can engage memory systems to a 

similar degree as task processing, removing the contrast of interest. Additionally, since 

each story segment was part of a continuous story, this design may have encouraged 

processing of the previous story segment during control blocks. Since this region is 

removed in surgery and contains critical structures for memory (e.g., the 

hippocampus), it would be ideal to activate this region as well.  

These problems motivated the design of an improved task using story passages 

combined with the math task designed in Chapter 2. 

 
Figure 3.1. Results of the pilot experiment using story stimuli relative to a tone detection task. The 

temporal pole and STS are substantially activated, while medial structures are not. 

3.3 THE STORY-MATH TASK 
3.3.1 STIMULUS DEVELOPMENT  

Story stimuli 

Several factors were considered in developing a corpus of story stimuli for the 

story task. Block fMRI designs are sensitive to a small range of frequencies of task 
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switching. Frequencies of task switching that are too high or low become aliased 

either into the BOLD response, physiological noise, or scanner drift (Logothetis, 2002; 

Robinson et al., 2006). To maintain optimal block duration, passages were required to 

be close to 30s in duration. In addition, to make the final task more robust to changes, 

these passages should be independent of one another (i.e., not consecutive samples 

from a larger story). This allows for the preservation of data in occurrences like 

equipment failure. The stories also must be engaging to patients from a wide range of 

education and cognitive levels (i.e., simple enough to be understood by moderately 

impaired patients, while also engaging to high functioning patients). To facilitate 

designing questions for these passages, it is also desirable for them to have an easily 

identifiable central theme. 

Of the available sources, one that fits the above requirements and provides a 

wealth of material is the collection of Aesop's fables. They are readily available in the 

public domain and appeal to both young and old readers. Because the public domain 

English translations of these stories use occasional low-frequency or arcane 

vocabulary words and sentence structure (e.g., "An amaranth planted in a garden near 

a rose-tree, thus addressed it."), selected fables were rewritten using simple language. 

This made the fables accessible to a wider population. 

Although natural speech stimuli (i.e., speech actor recordings) have strong 

external validity, these stimuli are hard to precisely control. For this reason, a 

computerized text-to-speech (TTS) program was used to synthesize the speech 

sounds. This allowed for precise control over the linguistic parameters (e.g., speech 

prosody). The phoneme presentation rate (the number of phonemes divided by the 

duration of speech) was matched across story and math stimuli by adjusting the length 

of pauses between phrases. All stimuli were volume normalized by adjusting their 

RMS amplitude to -12.0 decibel full-scale (dBFS) using an automated program. 

In order to encourage active listening to the stories, each story was followed by 

a question regarding its content. Since Aesop's fables all center around a central 
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moral, subjects were asked to pick the word that describes the general theme of the 

story. Similar to the math task, the question stem was presented (e.g., "That was 

about...") followed by two words (e.g., "... greed or jealousy?"). Subjects then 

responded with the button corresponding to the correct option. Correct and incorrect 

answers were designed for each passage. Because the goal of these questions is to 

engage the subjects, the options were designed to be similar to one another, and 

therefore hard to distinguish without closely listening to the story.  

Math stimuli 

The math task was used as the baseline, as described in the previous chapter, 

along with the modifications suggested at the end of the chapter. Namely, the 

responses were changed to a two-option forced-choice paradigm and the steady-state 

performance was changed to 78%. Alternative incorrect answers (that defeated the 

heuristic strategies) were only implemented on the final three subjects. Because this 

difference was not seen as material to the ATL activation, all subjects were combined.  

 

3.3.2 COMBINED EXPERIMENT DESIGN 

Twenty-six blocks of each task were alternated pseudorandomly across 5 fMRI 

runs. Story blocks were composed of a single story passage. Math blocks contained 

several math problems, and were approximately matched for duration to the Story 

blocks. Because the math task dynamically changed based on subject performance, the 

absolute duration of the math blocks varied slightly. To accommodate for this 

variability in timing, each fMRI run ended with a variable length math block that ran 

until the total run length reached a fixed value. This made implementation of the task 

easier and also provided closer matching of total duration in each task. Before a 

change in the task within the run, a short audio cue ("story" or "math") was presented 

to prepare the subject.  
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Before scanning sessions, all subjects were trained on the two tasks using an 

automated training program. This program provided the subjects with consistent 

instructions on the task as well as practice with example stimuli. During math training 

the experimenter used the steady-state difficulty level reached as the starting level in 

the fMRI experiment. After each trial (both math and story), subjects were presented 

the appropriate question and then given 2 seconds to respond. Responses were 

recorded from a scanner compatible button box with two exposed keys. 

3.3.3 EXPERIMENTAL METHODS 

Populations studied 

Three subject populations were studied in this work. First, a local group of 

healthy subjects was studied at MCW to verify the engagement of the ATL in the 

absence of a disease state. Second, several smaller samples of normal subjects were 

studied at 6 external institutions to demonstrate the reliability of these results across 

subject populations and scanner hardware. Finally, this protocol was used in several 

epilepsy patients prior to surgery to show the applicability of this task to the clinical 

environment. 

Local healthy subjects 

Data were collected from 18 healthy, right-handed volunteers (9 male). Their 

average age was 26.9 (SD = 5.7; range = 18 - 40). Subjects were screened for scanner 

safety before undergoing scanning. All subjects gave informed consent and were 

compensated for their time. All spoke English fluently and had no history of 

neurological illness 

External healthy subjects 

Each of the 6 external centers ran 2 or 3 subjects, resulting in 16 total subjects. 

Subjects were matched to the local MCW group on age, sex, and years of education. 

The participating centers are listed in Table 3.1. 
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Patients studied 

After achieving promising results in the normal study, our epilepsy group at 

MCW added the story-math contrast to the presurgical language mapping protocol 

used in temporal lobe epilepsy surgery candidates. Currently, 21 patients have been 

scanned using the story protocol since June 2009. All patients gave informed consent 

before participating. 

fMRI acquisition methods 

Imaging parameters for the local subjects and patients were as described in the 

general imaging methods in Chapter 1. In some patients the slice thickness and 

spacing was modified to adjust the brain coverage for clinical needs. Some patients 

were also not able to complete all 5 story runs. The parameters used by collaborating 

centers varied slightly, but did not differ materially from those used here. 
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Image smoothness 

Previous work has shown that the degree of smoothing can vary significantly 

between MR scanners, and this variation in image smoothness affects the spatial 

extent and significance of activation (Friedman, Glover, Krenz, Magnotta, 2006). To 

attempt to counteract this effect when comparing results from different imaging 

centers, the smoothing level of the input raw time series data used in all group 

analyses was normalized. This was accomplished using the program 

"3dBlurToFWHM" from the AFNI suite. This program estimates the smoothness level 

of an image and then iteratively smoothes the image until it reaches a desired degree 

of smoothness. The average measured smoothness in the raw data was 2.83 mm 

FHWM (range: 2.4 to 3.5 mm). Average measured smoothness from each individual 

center is listed in Table 1. To normalize the smoothness, all raw data used in the 

current group analyses were blurred to a FWHM of 4mm before being entered into 

the individual subjects' multiple regressions. After regression, beta coefficient maps 

were smoothed using a standard 7mm FWHM Gaussian blur to create group maps. 

fMRI analysis and comparisons 

The fMRI time-series images were analyzed using a multiple regression analysis 

coding for the following stimuli: 1) story passage presentation, 2) math problem 

presentation, 3) story question presentation, 4) math total presentation (i.e., "equals" 

followed by two options), 5) subject response (combined across math and story 

problems), and 6) the ready trial during which "story" or "math" was played. 

The smoothed beta coefficient maps from the regression analysis were 

compared in several group-level analyses. Using t-tests, contrast maps between the 

story and math condition were created separately for the local, offsite, and patient 

groups. These three groups were also compared directly using an ANOVA, with 

follow-up contrasts for simple effects. Since the groups did not have the same number 

of subjects, the AFNI MATLAB® script “GroupAna.m” was used to perform a one-way 

unbalanced ANOVA.  
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To compare the extent of activation in healthy subjects during this task relative 

to the potential surgical resection, an ROI was created using the structural MRIs of 

the 36 previous left ATL resections used in conjunction with the SD task (see Chapter 

1). The pre- and post-operative MRIs were first aligned using an aggressive nonlinear 

registration program (Woods, Grafton, Holmes, Cherry, & Mazziotta, 1998). These 

images were then subtracted, the resection isolated, and converted to the standard 

Talairach & Tournoux space. A combined ROI mask was created from these 

individual masks by including voxels that were removed in at least 20% of patients. 

The final ROI was 53.2 ml in volume and encompassed most of the left ATL. 

 

3.4 RESULTS 

3.4.1 BEHAVIORAL RESULTS 

Accuracy for the story and math tasks in each subject group is depicted in 

Figure 3.2.  Accuracy was above chance (50%) for all tasks, in all subject groups except 

for the patients on the story task (see Table 3.2 for statistics). The math difficulty level 

was also significantly above 1 in all groups. 

Table 3.2. Behavioral performance of three subject groups on story and math tasks. All numbers are 

significant except for those italicized in gray.  
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Figure 3.2. Behavioral results for story and math task for each subject group. Math level is scaled from 

1-20 to 0-100% for display purposes. All subject groups performed significantly greater than chance on 

all measures except for the patient group on the story task. 

 

3.4.2 IMAGING RESULTS 

Healthy subject group 

Areas that were significantly more active during the story task versus the math 

task covered almost the entire ATL, including lateral (e.g., the STG, MTG, and ITG) 

and medial structures (e.g., the hippocampus, parahippocampus, uncus, and fusiform 

gyrus), bilaterally (Figure 3.3). Several other regions previously known to be associated 
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with the semantic memory network were also observed, including the AG, posterior 

cingulate gyrus, IFG, and medial prefrontal cortex. 

Figure 3.3. Story - math contrast in the local healthy subject group. Large regions of the ATL, both 

laterally and medially, are activated during this contrast, in addition to many other regions in the 

semantic network. 

The overlap of activation in the story task and the previously used SD task is 

displayed in top two rows of Figure 3.4. Activation to the SD task is colored in blue 

while the story task is colored red (purple is overlap). The SD task activates large 

regions of the frontal lobe and posterior temporal lobe, whereas the story task 

activates anterior to this, in the ATL. Comparisons between the SD task and the story 

task with the surgical ROI are shown in the bottom two rows of Figure 3.4. The SD 

task is not able to activate the most anterior regions of the temporal lobe.  As can be 

seen in the bottom row, activation to the story task covers the majority of the surgical 

ROI. 

Because this technique was specifically designed to map individual patients, it 

is important to verify that this task has enough power to produce maps in individual 

subjects. Maps produced from typical subjects can be seen in Figures 3.5 and 3.6. 
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Activation in similar regions to the group map can be easily seen in both of these 

subjects.  

 
Figure 3.4. Comparison of overlap of the SD and story tasks with each other, and with the surgical 

ROI. In the top two rows, the SD task (blue) is directly compared with the story task (red). In the 

bottom two rows, each task is alternatively compared with the surgical ROI (green). All overlap is 

shown in purple. 
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Figure 3.5. An example of activation from a healthy subject 

 
Figure 3.6. A second example of activation from a healthy subject 
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Figure 3.7. Group map showing story - math contrast in all external centers combined. Note the very 

similar pattern of activation to the local group. 

Offsite subjects group 

The combined results of the story-math contrast from all of the collaborating 

centers can be seen in Figure 3.7. The same regions that were active in the local 

subject group can be seen in this figure. Activation clusters are slightly smaller, but 

this could be expected given the smaller sample size (16 vs. 18 Ss) and the 

heterogeneous sample (from 6 different scanners). 

Epilepsy patient group 

The group map from the current epilepsy patients can be seen in Figure 3.8.  

As with the previous groups, the same semantic network can be seen in the patient 

maps. An individual representative patient can be seen in Figure 3.9. As with the 

healthy subjects, these maps have enough power in the individual patient to display 

the semantic network. 
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Figure 3.8. Story - math contrast in a group of epilepsy patients. Similar regions are activated as in the 

control, but to a lesser extent. 

 
Figure 3.9. An example of the story - math contrast from an epilepsy patient who was scanned in the 

story task as part of a presurgical workup 
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Figure 3.10. Main effect of subject group (local, offsite, or patient) on the story -math contrast. Several 

small regions show slight differences between these groups. Overall, the different subject groups are 

very similar. 

Group comparison 

A few regions in the temporal lobe showed significantly different responses in 

the ANOVA comparing the three subject populations (Figure 3.10). The largest of 

these clusters is centered on Heschl’s gyrus in the STG. Another cluster is just 

anterior to this one, bridging across the insular cortex and temporal pole. Finally, 

there is a small cluster that curves across the lateral cortex, crossing the STS, MTG, 

and MTS. 

 

3.5 CONCLUSIONS 
The story-math task was successful in detecting activation of the ATL in both 

healthy subjects and patients. This was demonstrated both locally, and in 6 

collaborating centers across the US. All of these subject groups produced very similar 

group activation maps, highlighting the stability of this task. In addition, activation to 

the task had enough power to be observable in individual subjects. 
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As can be seen in Figure 3.3, the story task activates a much greater extent of 

the ATL than previous tasks. The SD task (blue) activates some of the posterior 

regions of the ATL, however there are still large ATL areas that do not activate. The 

story task (red) activates almost the entire surgical ROI. 

A notable region that is absent in the story activation maps is located along the 

inferior aspect of the ATL. This location is a region of low signal, due to distortions 

from the ear canals. While we were not able to activate this region using the current 

protocol, more advanced MR pulse sequences (e.g., Z-shimming; Li, Wu, Zhao, Luo, 

& Li, 2002) can recover signal in this region. Applying these sequences to this task 

could result in a more complete activation map of the ATL. 

Also worthy of note is the curved cluster of significant difference on the lateral 

temporal cortex in the ANOVA map (Figure 3.10). This cluster is in the location, and 

conforms to the shape (spherical) of the susceptibility distortion produced by the ear 

canals. This cluster could have been caused by significant differences in signal 

dropout between the MCW and external subject groups, rather than differences in 

activation. 

Other regions that were commonly activated on all of the group maps include 

many regions that have been strongly associated with semantic memory processing 

(Binder et al., 2009). These include the AG, inferior frontal gyrus, posterior cingulate 

cortex, and dorsomedial prefrontal cortex. 

One striking feature of the activation to the story task relative to previous tasks 

is that the activation is very strongly bilateral (as opposed to left lateralized). This is 

congruent with a previous model of the interaction of the semantic memory system 

and language (Lambon Ralph, McClelland, Patterson, Galton, & Hodges, 2001). 

According to this view, the semantic memory system is mirrored in both hemispheres. 

However, because language is strongly lateralized to the left hemisphere, deficits in 

language tasks such as naming are only seen after disrupting the semantic memory 
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network in the dominant hemisphere. This view suggests that both level of semantic 

activation and language laterality are important in predicting language deficits. 

The ability to consistently activate the majority of the ATL with this task means 

that it has the potential to detect cortex that has stopped functioning in epilepsy 

patients. If the activation of a region to this task is correlated with the region's 

functional capacity, this could provide important information for the surgeon in 

developing a resection plan. The benefit of removing regions for improved seizure 

outcomes could be weighed against the potential risk, as quantified by the activation 

in this region and the degree of language lateralization. To validate such strong claims 

about the meaning of activation to this task, further research is needed to correlate 

activation with deficits being produced in surgical patients. Regions within the ATL 

could fail to activate even though they have viable, important tissue. Conversely, 

regions may activate even though they are not critical for the performance of the task 

(and therefore would not produce a deficit if removed). To claim that these activations 

imply the viability and necessity of this tissue for the task, and that their absence 

implies the lack of necessity, proper clinical studies need to be performed.
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CHAPTER 4: DESIGNING THRESHOLD METHODS FOR 

SURGICAL MAPPING  

4.1 INTRODUCTION 
The previous chapters addressed the challenge of activating the ATL in order 

to produce language maps for surgical guidance. Once strong activation is achieved, a 

further problem is how best to distinguish true activation from noise. Current 

methods for thresholding functional maps are based on the well-known hypothesis-

test framework, designed to address research questions. These methods may not be 

optimal for creating maps according to criteria needed for surgical planning. For 

example, maps based on hypothesis testing are strongly biased toward suppressing 

Type I errors, whereas in some circumstances clinical tests cannot sacrifice sensitivity 

for greater certainty and must be more tolerant of potential Type I errors. Activation 

maps created using hypothesis test thresholds are also highly sensitive to sample size 

(number of images) and quality, whereas a clinical map would ideally be robust to 

these effects. This chapter will address these issues and propose a new thresholding 

method optimized for neurosurgical applications.  

 

4.1.1 STATISTICAL BACKGROUND 

In general, there are three classes of values used in parametric statistics. The 

first are statistics used for hypothesis testing, all of which have a corresponding p-

value associated with them (e.g., a t-test or an F-test). These statistics provide a 

probability that the observed sample is different from an a priori hypothesis (H0 or 

"null hypothesis"; Keppel & Zedeck, 1989). This estimate is created from the size of 

the sample mean, relative to the variability and sample size. Therefore, hypothesis 

tests are dependent on the amplitude of the response, variability in the measurement, 

and sample size (Keppel & Zedeck, 1989). 
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A second class of statistics, referred to as effect sizes, is very similar to 

hypothesis tests, but is independent of sample size (e.g., Pearson's r). These tests 

represent the estimate of the sample mean, relative to its variability, without taking 

into account sampling theory. For example, if a sample size of a particular 

measurement was quadrupled, the t-value would double, whereas the r-value would 

stay the same (assuming the first measurement was a good estimate) (Keppel & 

Zedeck, 1989). Effect sizes can be assigned a p-value, but first must be converted into 

a hypothesis test statistic by combining them with sample size.  

The final class of statistics is parameter estimates of the population (e.g., mean 

amplitude). These statistics are defined as the most likely value for a given parameter 

(DeGroot & Schervish, 2002). Because of this, these statistics are independent of 

sample size and variability in measurement.  

 

4.1.2 CURRENT METHODS OF THRESHOLDING FMRI DATA 

The simplest method of statistical thresholding is the direct analogue from 

traditional hypothesis testing – applying a fixed p-value cutoff to each voxel (Friston, 

Frith, Liddle, & Frackowiak, 1991). Because this test will be applied repeatedly to 

millions of voxels, it must be adjusted for multiple comparisons by using a family-wise 

error correction. There are several methods of correction for multiple comparisons, 

each having trade-offs in sensitivity and specificity. The most strict and 

straightforward method, the Bonferroni correction, is easily applied to imaging data 

(Locascio, Jennings, Moore, & Corkin, 1997). However, because of the large number 

of comparisons done relative to the information content of the image, threshold values 

derived from this method tend to be over-conservative (Petersson, Nichols, Poline, & 

Holmes, 1999).  

The most common method currently used in fMRI research applies a simple p-

value threshold combined with the assumption that there is spatial correlation of data 

(commonly referred to as "clustering"). This assumption, borne out by many 
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observations, states that true activation tends to occur in clusters of contiguous voxels. 

Thus, activation from true sources can be distinguished from random noise by 

applying a minimum contiguous cluster size (Forman et al., 1995; Friston, Worsley, & 

Frackowiak, 1993). Individual voxel-level alpha thresholds can then be combined with 

this cluster threshold (usually using a Monte Carlo procedure or Gaussian random 

field theory) to produce maps with acceptable global α-levels (Petersson et al., 1999).  

 

4.1.3 PROBLEMS APPLYING CURRENT THRESHOLDING METHODS TO SURGERY 

Although the methods currently in use have precedent in the classical 

framework of a test against the null hypothesis, there are many properties of this 

paradigm that are not well suited to surgical planning. This issue is not unique to 

surgical planning applications. Improper application of hypothesis testing by 

researchers in all fields has led to criticism from statisticians since the 1950s (Shaver, 

1993). There are several arguments against using hypothesis testing as a thresholding 

method, but the most prominent relate to the misapplication and misinterpretation of 

this test and its results (Daniel, 1998).  

While conventional thresholding methods are very good at providing assurance 

of a high degree of statistical significance, they are not optimized for stability. Under 

common experimental paradigms, random variations are usually removed by averaging 

and smoothing of the data. However, in single-subject clinical applications, stability of 

activations – particularly the activation border – is critical (Voyvodic, 2006). If an 

experiment fails to produce results, there is usually also an opportunity to rerun the 

experiment in the future. This may not be possible when making clinical decisions. 

These differences in application require a different approach when creating maps for 

presurgical applications.  
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Fallacy of significance 

The most prominent fallacy associated with hypothesis testing is that 

significance implies importance (Keppel & Zedeck, 1989). On the contrary, some 

significant effects are practically meaningless, while important relationships may be 

missed in an underpowered analysis. Because of the relationship between sample size, 

variability, and significance levels, even trivially small effects can become extremely 

significant, given enough samples, or low enough variability (Chow, 1988; Daniel, 

1998). Effects that are then deemed significant may be so small that they are not 

practically relevant. On the other hand, the experiment may have not been designed 

with enough trials relative to the variability of the data to detect a large effect (a Type-

II error). To avoid the first mistake, most researchers recommend always reporting 

effect size measurements along with p-values (Levin, 1993; McLean & Ernest, 1998). 

By reporting effect size, the reader can then subjectively judge the importance of such 

an effect. The second mistake, false negatives, are usually addressed by performing 

power analyses to predict the required sample size, although this is an impractical 

solution to apply to individual patients 

Sensitivity to noise and sample size 

The major source of variability in extent of activation is the dependence of 

hypothesis testing on noise level and sample size (Voyvodic, 2006; Voyvodic, Petrella, 

& Friedman, 2009). Simple variations in scanning, like different scan durations or 

degrees of head movement, can strongly affect the final spatial extent of activations 

(Voyvodic et al., 2009). These subject-to-subject differences have prompted some 

researchers to vary the statistical threshold manually in surgical patients, in an attempt 

to normalize the maps (FitzGerald et al., 1997).  

Bias towards negative results 

Finally, an additional property of hypothesis testing that is well suited for 

research, while suboptimal for surgical planning is the conservative nature of the test. 
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A test against the null hypothesis tacitly assumes that no effect is present unless there 

is overwhelming evidence that proves there is. This logic works well for progress in 

research where the null hypothesis is a conservative, safe choice (i.e., not believing 

anything until it's been thoroughly tested). However in the context of surgical 

planning, "null" may not be a safe default. For example, not declaring a region of the 

brain active may lead to the decision from the surgeon to remove it surgically. On the 

other hand, declaring a region active may lead to the preservation of potentially 

disease-causing tissue. In this context, bias in either direction does not provide a safe 

choice. Rather, the best estimate given the current information is needed. 

 

4.1.4 PREVIOUS WORK 

The functional imaging literature is full of papers discussing different methods 

of thresholding. However, most of these papers focus on maximizing detection power 

while keeping the family-wise p-value controlled (Fadili & Bullmore, 2004; Friston & 

Penny, 2003; Hartvig & Jensen, 2000). One group has recently proposed a solution to 

the current problem. This method, named “activation mapping as a percentage of 

local excitation” (AMPLE; Voyvodic, 2006), normalizes t-value maps by the peak t-

value in a specified ROI. This produces unitless ratios, which are then thresholded at 

predetermined levels. Voyvodic and colleagues found that using this technique to 

threshold motor cortex activation produced stable maps across different scan 

durations, whereas traditional p-value thresholding created maps that were scan-time 

dependent (Voyvodic et al., 2009).  

While this approach seems promising, there are several criticisms that can be 

raised about the AMPLE method. A ratio of t-values is an awkward statistic to use, 

since it has no meaning or commonly known distribution. A t-value is a combination 

of amplitude (x), standard error (SE) and sample size (n). If all voxels of interest have 

similar variance (i.e., similar SDs), the ratio of their t-values will effectively be a 

measure of percent signal (see Equation 1). When this condition is not met (e.g., the 
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SD of a voxel is much greater than the peak voxel SD), the final value will be weighted 

by the ratio of SDs (see Equation 2). When the peak voxel has a relatively low SD, this 

has the effect of minimizing activation from voxels with a large SD. Using this 

combined metric is reasonable, however if percent signal and SD are the metrics of 

interest, using them directly would be more informative and adaptable.  

Equation 1: Ratio of t-values with equal variance 

 

 Equation 2: Ratio of t-values with unequal variance 
 

 

Also, normalizing by the peak t-value from the ROI confounds the 

normalization procedure with the activation observed. For example, if an activation 

maintains a similar spatial extent, but doubles in magnitude, the activation would look 

identical before and after this change. The thresholding method is correctly 

insensitive to changes in signal noise, but is also insensitive to magnitude changes. 

 

4.2 THRESHOLD DEVELOPMENT 

4.2.1 DEVELOPMENT STRATEGY 

To find the ideal threshold, the following experiments test several candidate 

methods, and combinations thereof, on several measures appropriate for surgical 

planning. Because each method of thresholding has strengths and weaknesses, we 

hypothesized that a combination of these methods would produce optimal results. 

These combinations were produced by applying each individual threshold in 
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succession. This produced a conjunction (logical AND) of the voxel sets produced by 

each method. The relative strictness of the threshold values of each combination of 

thresholds determined the weighting of each threshold's properties on the combined 

resultant map. 

 

4.2.2 THRESHOLDING METHODS THAT WERE TESTED 

In order to fully explore the parameter space we were interested in, we tested 

several different parameter types. A p-value threshold was used as a prototypical 

hypothesis test. An effect size parameter was not used, because most of the following 

tests had a consistent sample size, and therefore effect size and hypothesis tests 

should yield identical results. The amplitude measure used was normalized signal. In 

addition to a minimum threshold for normalized signal, a maximum normalized signal 

threshold was also used. This was added because physiological activation is limited to 

several percent signal change, while artifacts sometimes produce much larger 

amplitude responses.  

All of these methods were also tested against a modified AMPLE procedure. To 

address the major concerns with the initial paper (Voyvodic et al., 2009), a simple 

modification was made. Instead of using a single top voxel from a restricted ROI, all t-

values in the dataset were scaled by the average of the top 1% of all t-values within a 

whole brain mask. We predicted this would produce more stable values. 

 

4.2.3 QUANTIFICATION OF OPTIMAL RESULTS 

To develop a method of thresholding that is optimized to the surgical planning 

context, it is important to precisely define the qualities that we are attempting to 

maximize. To this end, there were four metrics devised to characterize the quality of 

the previously mentioned thresholding methods.  
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Consistency of voxel counts 

The first metric was designed to quantify the amount of variability in spatial 

extent of activation among patient maps. We hypothesized that much of this variability 

is not due to similar variability in function. Rather, it is, at least in part, an artifact of 

the thresholding method used. For this reason, minimizing the amount of spatial 

extent variability among patient maps could lead to a more accurate method. 

This was quantified using a count of all voxels passing the threshold in the 

brain. This is an easily calculated, gross estimate of the amount of activation in a 

subject. The rating of each thresholding method using this metric was derived by 

taking the SD of voxel counts across all subjects studied. This provided a rough 

estimate of the amount of variability in the extent of activation across subjects. 

Because the variability of activation extent is inherently related to the mean 

extent of activation, this metric must be stated relative to the average amount of brain 

that was declared active in the group. For example, if a thresholding method left 

activation in 100% of the brain of all subjects, the method is not necessarily a 

consistent one. The threshold may simply have been set too lenient. To relate the 

variability in activation with the amount of activation, the SD of voxel counts was 

plotted against the average voxel count, across subjects. 

Split data consistency 

While the previous metric tried to reduce the across-subject variability, this one 

attempted to minimize the within-subject variability. Specifically, the data in each 

subject was randomly split into two, and analyzed separately. The final results were 

then compared with one another to measure their similarity. Thresholding methods 

that produce consistent results should produce high values of consistency between 

these two maps. This was quantified using Dice's coefficient of similarity (Dice, 1945). 

This statistic measures the amount of consistency between two sets of items. 

Coefficients can range from 0.0 to 1.0, with 1.0 being identical. 
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Specificity and sensitivity of techniques 

The previous two metrics test the consistency of the results for each threshold 

method. While consistency is important, the method of thresholding must also 

produce meaningful results. That is, voxels that pass the proposed threshold should be 

voxels with real activation, while voxels excluded should contain no real activation. 

Although at first this may seem trivial, it is easy to conceive of the possibility that 

numeric optimization methods could produce a set of thresholding methods that are 

optimized for a particular distribution of data without correlating with functional 

importance. For example, in an early version of the current experiment, the 

optimization scripts produced thresholds that would exclude all voxels except for ones 

falling within the eye (a region that produces strong, consistent activation). As the task 

was being performed auditorily, with eyes closed, this activation is obviously not 

related to function but merely an artifact of the criterion used to optimize the 

threshold. 

Since determining true areas of brain activation is impossible without invasive 

methods, the first test was done using simulated data. A known activation profile was 

processed to be similar to fMRI data, and then subjected to each thresholding 

method. Sensitivity and specificity were calculated from the resultant maps for each 

level of threshold, and receiver operator characteristic (ROC) curves were created to 

visualize the data. High levels of sensitivity and specificity, relative to traditional 

thresholding are a requirement for a new thresholding method to be claimed to be 

useful. 

Correlation with patient outcome data 

The ultimate determinate of whether tissue is necessary for a task is if its 

removal leads to deficit. For this reason, the gold standard for testing thresholding 

methods is whether they produce maps that can predict deficits seen in patients. 

Unfortunately, the maps that are currently used for presurgical planning are not 

predictive of outcome on a voxelwise basis (as explained in the first several chapters).  
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The results from patients performing the story task would be ideal for this analysis, 

but outcome data are not yet available for these patients. 

Several papers have been published from our lab showing strong correlations 

of the fMRI laterality scores with patient outcome in ATL resections (Binder et al., 

1996; Binder et al., 2008; Sabsevitz et al., 2003). These data were produced using 

standard p-value thresholding. Although not a pure test of the current methods, if 

applying the proposed methods to the laterality measurements were able to 

significantly predict outcome, this would support the hypothesis that the method is 

selecting voxels that are related to function (not selecting voxels randomly). 

 

4.2.4 TEST METHODOLOGY 

Subjects 

Unless otherwise specified, data for all of the following experiments came from 

76 healthy control subjects who performed the SD task (for a description of the task, 

see Chapter 2). A voxel size of 3mm was used for 62 subjects, while a voxel size of 

2.5mm was used for the remaining 14. All datasets were resampled to 1mm cubic prior 

to any metric calculation, to avoid voxel size effects. Slice coverage varied from 36 to 

47 slices (average: 39.2, SD: 2.6). 

Voxel count variability 

The statistical maps from each subject were repeatedly subjected to random 

levels of each thresholding method or random combinations thereof. These 

thresholded maps were then registered to Talairach space, and voxel counts were 

calculated for each subject using a whole brain mask. The average and SD of this set 

of voxel counts was then calculated, yielding the average amount of brain activation 

after using this threshold, and the variability of brain activation across the different 

maps. This process was repeated 59,365 times to sample enough random points in the 
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sample space of threshold combinations. All results are reported in terms of percent 

of number of voxels in the whole brain mask. 

To test for statistical differences among the different thresholding methods, the 

range of 9% to 11% brain activation was chosen as being reasonably physiologically 

relevant, based on previous experience with this task. Points were then selected from 

each thresholding method within this range of activation, and their voxel count SDs 

were compared in a one-way ANOVA. Pair-wise t-tests were used to confirm simple 

effects. 

Because many combinations of thresholds were being tested, the best sets of 

parameters for each level of brain activity were graphed to show trends. First, average 

brain activation was binned into 0.5% signal segments. Then, analyses with voxel 

count SDs in the lowest 1% of their bin were averaged, and their component 

thresholds plotted against the average brain activity. This produced three graphs (one 

for each threshold component) that represented the best threshold combination at 

each level of brain activation. 

Split data reliability 

To split the data into two halves with the least amount of bias, the raw fMRI 

time series was divided randomly in a noncontiguous fashion. This was done using the 

censor feature of the AFNI program "3dDeconvolve" to randomly remove 50% of the 

individual points, while preserving the timing information of the remaining points. 

Each of these datasets was then analyzed independently, and a randomly chosen 

threshold was applied to both resultant maps. Dice coefficients were calculated with 

these two maps in each subject using Equation 3 to quantify the amount of overlap 

between the two. These values were then averaged across subjects to yield a single 

coefficient for each threshold value. This analysis was repeated 3,019 times. Average 

voxel counts were also calculated as described above in order to plot reliability against 

average brain activation. 
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Equation 3: Dice’s coefficient of similarity 

 

Sensitivity and specificity in simulated data 

To test the sensitivity and specificity of the thresholding methods, simulated 

data was created using MATLAB® (R2008b, The MathWorks, Natick, MA). All of the 

following parameters were chosen to be close to standard fMRI data parameters. A 

series of 240, 64x64 image matrices were created by setting each pixel in each image to 

a baseline value of 100, then adding Gaussian noise with an SD of either 5 or 10, 

corresponding to a temporal signal to noise ratio (SNR) of 20 or 10. These SNRs are 

slightly lower than those measured in real data (Friedman & Glover, 2006). However, 

at high SNR, sensitivity and specificity were very high for all methods, so a lower SNR 

was used to allow the differences among the thresholding methods to be easily 

observed. On top of this random time series, a 33-cycle boxcar function was added 

(corresponding to 30-seconds on/off using a TR of 2 s) inside a 10x10 square. This 

function had an amplitude of 1, corresponding to a 1% signal change. Finally, each 

64x64 image was blurred using a Gaussian blur with an FWHM of 1.5 pixels (4.5mm, 

assuming an FOV of 192mm). 

This raw data was then analyzed analogous to the fMRI data, correlating an 

ideal boxcar function with the time-series in each pixel. Once the resulting statistical 

map was thresholded, the specificity and sensitivity were calculated by using the 

known activation region. The 10x10 region of activation was used to measure true 

positives and false negatives, while another 10x10 region on the opposite side of the 

image was used to measure false positives and true negatives. This procedure was 

repeated 100 times, and the results averaged. ROC curves were then created by 

plotting the true positive rate (sensitivity) against the false positive rate (1 - specificity). 

Examples of the true region of activation, average signal amplitude, and statistical 

significance from a sample image can be seen in Figure 4.1. 
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Figure 4.1. Examples of simulated fMRI data. A) True activation profile (red=active; blue=inactive). 

B) Average amplitude from a sample analysis (red=mean activated amplitude, blue=mean baseline 

amplitude). C) Significance values from a sample analysis (red=p-value of 1.0, blue=p-value of 0.0) 

Correlation with patient outcome 

To test these thresholding methods against outcome data, the methods 

presented here were compared to the results found in Binder, et al's paper (Binder et 

al., 2008) on predicting memory outcome using fMRI laterality. In this study, 60 

patients were studied, 56 of whom had complete enough data to be entered into the 

multivariate prediction analysis. Out of these 56 subjects presented in the paper, 51 

could be recovered completely from archived data. These subjects were used in the 

following analysis. 

Laterality for the original study was derived by applying an uncorrected p-value 

threshold of p<0.001, and then the relative voxel counts in the two hemispheres were 

calculated. The method that was most predictive used a mask that encompassed the 

majority of the lateral cortex of the frontal, temporal, and parietal lobes. Laterality 

scores were then calculated using Equation 4. For this study, laterality scores were 

recalculated for the 51 subjects using the original method, and then calculated again 

using other comparable thresholds.  

Equation 4: Laterality calculated from voxel counts 
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Prediction was done using a step-wise linear regression against change in each 

of the 3 memory outcome variables: consistent long term recall (CLTR), long term 

storage (LTS) and delayed recall (DR). The first step always entered age of onset of 

epilepsy and preoperative memory score, because these values are easily obtainable 

and previously shown to correlate with outcome (Binder et al., 2008). Laterality values 

derived from each threshold method were then added and the change in R2 was 

measured and tested for significance. 

 

4.3 THRESHOLD RESULTS 
Examples of brain images with different levels of thresholding are shown in 

Figure 4.2 to familiarize the reader with the appearance of datasets at different levels 

of percent brain activation (a variable used on the following graphs). 

 
Figure 4.2. Examples of an individual subject map, thresholded at different percent brain activation. 
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4.3.1 RESULTS OF VOXEL COUNT VARIABILITY ANALYSIS 

The results of the voxel count variability analysis can be seen in Figure 4.3. In 

this figure the SD of voxel counts (y-axis) is graphed against the average brain 

activation (x-axis). Each point on this graph was calculated from the result of a full 76-

subject analysis using a particular combination of threshold values. As explained 

above, the voxel count SD is a measure of variability in degree of activation across 

subjects, while the average voxel count is a measure of the overall degree of activation. 

Therefore, points higher on the graph correspond to thresholds that yielded more 

variable voxel counts given a particular average voxel count. Each of the 59,365 

threshold combinations are plotted on this graph using a combination of the colors 

red, green, and blue, corresponding to the relative strictness of the p-value, 

normalized signal, and maximum normalized signal thresholds. For example, a 

threshold that used a very strict p-value, but lenient normalized signal and maximum 

normalized signal threshold would be plotted as a reddish color. For the purposes of 

visualization, a blur was added to the graph to show overall trends. 
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Figure 4.3. Results of the voxel-count variability analysis. Colors on the graph represent individual 

results from combinations of thresholds (red = p-value, green = norm-signal, blue = max norm-signal). 

Curves are fit to points that only used a single threshold. Results from the AMPLE threshold are plotted 

as a brown dashed line. On the graph, smaller values correspond to analyses that produce less variable 

results. See text for details. 

Overall, the distribution of the data is parabolic, minimizing to zero at 0% and 

100% activation, where variability is necessarily zero because of floor and ceiling 

effects. To more easily discern the effects of each thresholding method, 3rd-degree 

polynomial curves were fit to the subset of analyses that used a single thresholding 

method; the red curve corresponding to pure p-value based thresholding, the green 

curve corresponding to pure normalized signal, and the dashed brown curve 

corresponding to the modified AMPLE method. All curves had R2 values greater than 
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0.99. No meaningful results were obtained by applying the maximum normalized 

signal threshold alone, so its curve is not shown. The graph inset in Figure 4.3 shows 

the comparison of SDs from each method averaged across analyses that fell within 9% 

to 11% brain activation. At this level of brain activation, maps thresholded using pure 

p-value thresholding were significantly more variable than using the normalized signal 

threshold (t(2920) = 158.15, p < 0.001). The AMPLE method produced maps which 

were significantly less variable than maps thresholded using normalized signal (t(2295) 

= 10.34, p < 0.001).  

Below the fitted curves in Figure 4.3, there is an additional blue-green region. 

This corresponds to thresholding methods that are strict in both normalized signal 

and maximum normalized signal. From gross observation, these seem to produce the 

most consistent maps across subjects. To confirm this, the best parameters for each 

amount of brain activity are graphed in Figure 4.4. All three thresholding parameters 

were significantly different from their minimum value (p-value: t(1,19) = 15.12; norm-

signal: t(1,19) = 27.27; max-norm-signal: t(1,19) = 16.52; all p < 0.001). Both the p-value 

(F(1,18) = 85.0, p < 0.001) and normalized signal value (F(1,18) = 512.9, p < 0.001) had a 

significant linear relationship with percent of brain activated, stricter thresholds 

causing less brain to be declared active. A significant linear relationship was not found 

with the maximum normalized signal (F(1,18) = 3.5, n.s.). 
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Figure 4.4. Best thresholds (top 1%) measured by voxel-count variability for each level of brain 

activation. All three thresholds made significant contributions 

4.3.2 RESULTS OF SPLIT-DATA RELIABILITY ANALYSIS 

The results of the split-data analysis are shown in Figure 4.5, using the same 

conventions as in Figure 4.3. The outcome variable on the y-axis for this graph is the 

average Dice coefficient for all subjects, with larger values corresponding to high 
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levels of consistency. All 3,019 analyses are graphed as points on this graph, with red, 

green, and dashed brown curves corresponding to the p-value, normalized signal, and 

AMPLE thresholds, as in the previous figure. All curves in this figure had R2 values 

greater than 0.96.  

 
Figure 4.5. Results of the split-data reliability analysis. Larger values correspond to higher degrees of 

overlap between datasets. The best results were seen using the normalized signal threshold. 

The relationship between split-data reliability and percent of brain activation 

across different thresholds followed a simple quadratic relationship, as seen with the 

voxel count constancy, for the p-value, normalized signal thresholds, and AMPLE 

method. However, thresholds that were combined with a maximum normalized signal 
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threshold spread over a wide range of reliabilities. This made simple trends hard to 

determine. Within the activation level of interest (9% to 11%), normalized signal 

thresholds produced significantly more consistent maps relative to p-value 

thresholding (seen in inset graph of Figure 4.5; t(152) = 62.75, p < 0.001). 

 
Figure 4.6.  Best thresholds (top 1%) measured by split-data reliability for each level of brain 

activation. Only the normalized signal threshold showed a consistent significant contribution. 
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The most consistent 1% analyses at each level of brain activation were averaged 

and graphed in Figure 4.6. Normalized signal was significantly greater than 0 (t(19) = 

19.43, p < 0.001) and had a significant linear trend with brain activation level (F(1,18) = 

419.8, p < 0.001). The p-value threshold was significantly less than 1.0 (t(19) = 3.63, p = 

0.002), although not meaningfully (mean: p = 0.90). The maximum normalized signal 

threshold was missing data for most levels of threshold. Across all levels of brain 

activation, the best method was a pure normalized signal threshold. 

 

4.3.3 RESULTS OF SIMULATED DATA SPECIFICITY AND SENSITIVITY ANALYSIS 

ROC curves created from the simulated data can be seen in Figure 4.7. At the 

high level of SNR (“X”s on the graph), all methods yield high sensitivity and specificity 

to detecting activation. However, when presented with data with a lower SNR (“O”s 

on the graph), the normalized signal threshold can be seen to be more sensitive and 

specific than the standard p-value or AMPLE threshold (i.e., the curve is further 

toward the top-left corner). 
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Figure 4.7. ROC curves showing the relationship of the true positive rate (sensitivity) to the false 

positive rate (1 - specificity) for different thresholding methods. Curves closer to the top-left corner are 

more sensitive and specific. “X”s were created from simulated data with an SNR of 20, while the “O”s 

were created with an SNR of 10. Normalized signal is the best threshold at both levels. 

4.3.4 RESULTS OF CORRELATION WITH OUTCOME DATA 

Correlations of laterality indices derived using each thresholding method 

revealed that each method produced results that could predict outcome significantly 

greater than the baseline model (age of onset and preoperative score), with the 

exception of AMPLE on the DR score (see the dark blue bars in Figure 4.8 and Table 

4.1). However, only the normalized signal threshold produced a significant increase in 
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the prediction R2, when using CLTR and LTS as outcome variables, relative to the p 

value alone (see the light bars in Figure 4.8). This increase was not observed using the 

AMPLE method. 

 
Figure 4.8. Comparison of R2 increases in predicting CLTR change after adding fMRI laterality 

indices derived from each thresholding method. Dark blue bars were calculated with the base model 

alone, while the light blue bars were combined with the p-value. All three thresholds predict CLTR 

change significantly on their own. The normalized signal 

Table 4.1. Results from outcome prediction for each thresholding method. Nonsignificant results are 

displayed in gray. Arrows indicate adding factors to a step-wise regression 
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4.4 CONCLUSIONS 
When examining the voxel count consistency, both the AMPLE method and a 

combination of the normalized signal minimum and maximum threshold produced 

the best results. These thresholds were able to produce maps that varied the least 

among subjects, relative to the thresholds using p-values or normalized signal alone. 

However, reducing spatial extent variability is not optimal if that variability is 

caused by true variations in brain activity across subjects. For this reason, the least 

variable methods were not the best when looking at the split-data reliability measure 

and ROC curves. Pure normalized signal thresholds produced the most reliable and 

most sensitive and specific maps of any method. 

The final “gold standard” test of any of these thresholding methods is 

improving outcome prediction. If a thresholding method improves the prediction of 

outcome, it means that the set of voxels that are selected by that method are more 

related to the function in question. From the outcome correlations it is clear that the 

normalized signal threshold is the most accurate method. The R2 increase for 

predicting CLTR and LTS is almost doubled using normalized signal thresholds 

relative to p-value thresholds. 

Reflecting on the purpose of each of these statistical values, it makes sense that 

the normalized signal would produce the best threshold for brain activity maps. The 
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definition of the mean signal amplitude is the best estimate of the amplitude of 

activity. Other statistics can support this number by showing how confident one can 

be in the estimate (in the form of a p-value, for example). However, only selecting 

voxels with a high degree of confidence will produce a map that is strongly biased 

toward production of false negatives and highly sensitive to noise. 

The AMPLE threshold does a good job at reducing the variability observed 

among maps. Because of the scaling of t-values, it is especially insensitive to changes 

in sample size (Voyvodic et al., 2009). However, since it is still modulated by noise, it 

suffers from the same weaknesses as p-value thresholding in the reliability and 

outcome prediction analysis. This was not seen in the papers by Voyvodic because 

they focused on comparing different numbers of runs (i.e., sample sizes). 

Interestingly, our original hypothesis was that a combination of amplitude and 

p-value would be the best. However, the data suggest a method based solely on signal 

amplitude was most accurate. Should the p-value or t-value be completely ignored, 

then? I propose that it be treated as what it is – a measure of the confidence in the 

estimate. When performing calculations on the data (e.g., calculating lateralities), 

thresholding (i.e., declaring a voxel “active” or “inactive”) should be done with 

amplitude measures. Hypothesis test values can supplement this map by indicating 

the confidence in the amplitude map. This could be implemented as a single number 

for each map, showing the overall confidence, or as a complimentary map that 

displays voxelwise p-values. However, in contrast to current methodology, voxels with 

high p-values should not be automatically labeled as “inactive.”
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CHAPTER 5: CONCLUSIONS 

5.1 SUMMARY OF WORK 
The focus of this dissertation was on improving presurgical planning for 

epilepsy surgery. This was accomplished by addressing two main shortcomings in 

current prediction methodology. First, a task was designed that could reliably activate 

the ATL, a notoriously difficult region. Second, a new thresholding method was 

developed to produce more consistent and accurate functional maps. This research 

has the potential to significantly improve presurgical planning, and therefore patient 

outcomes. 

One of the biggest flaws of previous research on the ATL has been weak 

baselines that have masked semantic effects in the ATL. In Chapter 2, a new baseline 

task using serial addition and subtraction was presented that strongly deactivates the 

ATL. Importantly, the difficulty of this task is dynamically adjusted, keeping subjects 

strongly engaged in the task at all times. This continuous engagement of attention 

successfully suppressed ATL activity more than any other baseline task it was 

compared to. 

The newly developed math baseline was then combined with a story 

comprehension task in Chapter 3. Previous work supports the theory that semantically 

rich language stimuli produce the strongest activation of the ATL (Visser, Jefferies, & 

Lambon Ralph, 2009). This story-math task contrast produced activation over almost 

the entire region of potential surgery in a group of healthy controls (both in the lateral 

cortex and medial structures). Robust activation was also observed in healthy subjects 

from collaborating imaging centers, as well as in patient groups. Of particular 

importance is that activation was consistently seen in the ATL in individual subjects. 

Even with an optimal task, however, a large amount of variation in activation is 

observed across subjects. Chapter 4 introduced several alternative methods to 

traditional thresholding, and showed compelling evidence that thresholding based on 
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amplitude measures instead of hypothesis test statistics produces a better estimate of 

brain activation in individual subjects. In addition to performing better on statistical 

metrics and simulated data, when the amplitude threshold was applied to patient data, 

it predicted outcomes significantly better than using traditional p-value based 

thresholds. This finding can be applied immediately to improving patient outcome 

prediction. 

 

5.2 FUTURE DIRECTIONS 

5.2.1 DIRECT FOLLOW-UP STUDIES 

Several questions logically follow from this research. Functional maps in 

patients showed significant ATL activation during the story task, however not all 

patients were able to perform significantly above chance when responding to the 

questions. The questions in this task require a deep level of processing and used 

difficult vocabulary, both of which may not be possible for low functioning patients. 

For this reason, it would be ideal to develop multiple levels of story stimuli, analogous 

to the math task, so that the difficulty level could be adjusted to the patient’s abilities. 

Using current stimuli, if a patient is already low functioning, their functional maps 

may be biased towards less activation – not because of lack of viable tissue, but rather 

because of lack of appropriate stimulation. 

Another question directly relevant to applying the story task clinically is the 

amount of data necessary for accurate prediction. In clinical situations time is highly 

valued, so optimizing the amount of time necessary to perform this test would be of 

interest to anyone wanting to implement this task. One solution to this problem would 

be to pick an average number of fMRI runs that seems to be sufficient for most 

patients. However, a more intriguing possibility would be to implement a real-time 

analysis system that could analyze fMRI data as it is acquired. The person 

administering the scan could then continue to scan until a target data quality level is 
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reached, rather than a fixed sample size. For example, a patient who moves more may 

be scanned slightly longer to compensate. Methods like these are currently being 

explored at our center. 

Another question begged by the threshold results is what threshold value to 

use. When using hypothesis tests, the generally accepted threshold is a corrected p < 

0.05. What would be an appropriate amplitude threshold? The answer to this question 

probably depends on the underlying distribution of the data, and this is probably also 

dependent on the specific region of the brain. Because of this, thresholds would have 

to be optimized for specific applications, or the data distributions across the brain 

would have to be measured. For example, in the current application, optimal 

thresholds for outcome prediction could be derived from the current data, and then 

applied to all future cases using the same task and ROIs. 

Ideally, though, an atlas of response amplitude distributions could be created, 

and individual voxels could then be converted to measurements like “percentile of 

average amplitude.” A standard percentile threshold could be applied across the 

whole brain consistently, where the absolute amplitude threshold may vary across 

regions depending on the prior knowledge of the distribution of data. Taking this idea 

one step further, once the active and inactive distributions are well characterized, 

more complex analyses, like Bayesian statistics, can be applied to make more powerful 

inferences from the data. 

 

5.2.2 FURTHER DIRECTIONS OF RESEARCH 

Figure 5.1 conceptually illustrates the process of deriving brain function maps. 

The work presented here focused mainly on the first step (stimulating the neural 

system through external stimuli) and the last step (analyzing the resulting MR data). In 

between these, there are two important steps that can affect this system. The first is 

the conversion of hemodynamic activity into MR signal. This topic is fairly well 

characterized by predictable physical phenomena. However, the conversion of neural 
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processing to hemodynamic activity (referred to as neurovascular coupling) is much 

more variable (Attwell & Iadecola, 2002). Variation in this coupling is one possible 

source of the residual variability seen across patients. Therefore, research into 

methods of normalizing signal to vascular capacity (e.g., through breath hold or CO2 

inhalation experiments) could be another direction of research that would contribute 

to improving preoperative functional mapping in patients. 

 
Figure 5.1. Illustration of components involved in the prediction of brain function using fMRI. 

5.2.3 A VIEW OF THE FUTURE 

While the methodology has not developed to this point yet, it is possible to 

imagine a point in the future where automated tools could be developed based on the 

functional mapping concepts presented here. Once neuropsychological outcome is 

available for the patients studied, mathematical models can be created that could 

predict deficits based on activation patterns or activation size. To use these models 

efficiently, they could then be implemented in a software package that surgeons could 

dynamically navigate through to explore the consequences of removing certain regions 
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of brain. This information on degree of deficit could be simultaneously be displayed 

alongside the confidence measure (based on the model statistics) to inform the 

surgeon how much weight to give the results. 

As seizure localization improves, similar outcome maps could be created to 

show probability of seizure reduction after removing specific areas of tissue. These 

maps could then be combined with deficit prediction maps to offer the surgeon the 

ability to dynamically adjust the tradeoff of seizure outcome (by taking more tissue) 

and preservation of function (by taking less), depending on needs and desires of the 

patient. A schematic of this concept can be seen in Figure 5.2. 

Finally, software packages could be implemented that automatically merge the 

information on the viability of tissue with disease localization. Similar software 

packages are currently in use in radiosurgery. These software packages are able to 

calculate tissue damage from radiation exposure outside the desired region, as well as 

clinical effectiveness based on radiation exposure within the desired region. Using 

these models, the radiosurgeon can draw a desired ROI, and the software will 

automatically calculate the optimal radiation prescription. Similarly, using the deficit 

and seizure outcome prediction models, optimized surgical plans can be automatically 

calculated, displaying the optimal amount of tissue removal, as well as the optimal 
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approach path.   

 
Figure 5.2. Relationships of different sources of information. Ideally, the surgeon would be able to 

easily integrate them and predict outcome based on their specific surgical plan.
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